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Resumen

La conducción autónoma cada vez es más relevante gracias a los avances
conseguidos por compañías como Tesla o Google. Esto se debe al avance en
el campo de la inteligencia artificial al mismo tiempo que se desarrollan y/u
optimizan sensores como el LiDAR, especialmente relevante para esta tarea.
Sin embargo, ya que se estima que cada vez habrá más vehículos autónomos,
se debe asegurar su correcto funcionamiento en todos los escenarios comunes
y no solo en condiciones de laboratorio. Esto implica la necesidad de intro-
ducir técnicas de fusion sensorial para la detección de objetos relevates para
la conducción en condiciones adversas.

Esta tesis doctoral es el resultado de la investigación de tecnologías para
la percepción basadas en técnicas de fusión sensorial así como deep lear-
ning para la detección de objetos relevantes en aplicaciones para vehículos
autónomos. Dichos resultados se presentan en forma de compendio de publi-
caciones, recopilando los artículos científicos publicados durante el periodo
doctoral.

La investigación se ha realizado teniendo en cuenta las limitaciones im-
puestas en el network edge respecto a memoria de los dispositivos y latencia
esperada para aplicaciones en tiempo real. El objetivo ha sido la implemen-
tación en un edge device el proceso completo requerido para la detección
de objetos, incluyendo el preprocesamiento de los datos antes de su eva-
luacion con técnicas de inteligencia artificial. Para ello, se han investigado
los distintos sensores que pueden ser relevantes para la conducción autónoma
(cámara, LiDAR y radar) así como técnicas para preprocesar estos datos con
el objetivo de mantener la información mientras que se reduce su tamaño.
Posteriormente se han investigado algoritmos de deep learning que puedan
usarse para la detección de objetos siguiendo un esquema de fusión sensorial.
Por último, estos algoritmos se han optimizado para poder ejecutarse en un
edge device, como el Google Coral TPU usado en esta investigación.

La investigación se ha realizado bajo un contrato doctoral en las ins-
talaciones de Infineon Technologies AG, en su sede principal de Múnich,
Alemania.
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Abstract

Autonomous driving is more relevant recently thanks to the advances
achieved by companies such as Tesla or Google. This is a result of the tech-
nological advances in the field of artificial intelligence at the same time as new
automotive sensors are been developed or further optimized, such as LiDAR
sensors, which are highly relevant for autonomous driving tasks. However,
since it is assumed in the future there will be a large number of autonomous
vehicles in the streets, it must be ensured that these vehicles can perform
as expected in all normal scenarios present in the real world and not only
in laboratory conditions. Therefore, it is required to integrate sensor fusion
techniques in the target detection pipeline for autonomous vehicles.

This doctoral thesis is the result of a research about technologies for com-
puter perception based on sensor fusion techniques as well as deep learning
algorithms for target detection for autonomous vehicle applications. These
results are presented in the form of a compendium of publications, compiling
the scientific articles published during the doctoral period.

The research has been planned taking into consideration the constrains
related to the network edge regarding device memory and latency expected
for real time applications. The general objective has been the implementa-
tion of the full target detection pipeline in an edge device, including the data
preprocessing as well as the evaluation of the data using artificial intelligence
techniques. For this purpose, relevant automotive sensors for perception that
can be used for autonomous driving have been researched (such as camera,
LiDAR and radar sensors) as well as techniques to preprocess the data pro-
vided by these sensors in order to maintain relevant features while reducing
their memory size and complexity. After this, deep learning algorithms that
can be used for target detection following a sensor fusion paradigm have also
been researched. Lastly, these algorithms have been optimized to fit in edge
devices, such as the Google Coral TPU used in this research.

The research has been carried out under a doctoral contract at the faci-
lities of Infineon Technologies AG, at its headquarters in Munich, Germany.
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Chapter 1

Introduction

The best way to predict the future is to
invent it

Alan Kay

The society has always have the goal of reducing the workload in people
and make the technology advances more accessible to the general public
in order to improve the people´s life conditions. Consequently, since the
beginning of the human history, we have tried to develop tools or systems to
help us with our tasks, for example the invention of the wheel to transport
materials and people, or to directly execute the tasks in our place by using
automatic systems such as the printing machine to replace people having to
copy each book manually. This tendency is a characteristic of our society
and because of that there are always new tasks to automatize.

In recent years, following this tendency to develop autonomous systems,
artificial intelligent (AI) algorithms have increased their relevance in the mar-
ket due to their promising results in all industry fields, from computer vision
tasks (1; 2; 3) to prediction (4; 5) or data classification (6; 7). These results
has has led numerous authors as well as companies to work on developing
autonomous vehicles using AI techniques (8; 9). These vehicles may be clas-
sified due to their level of capabilities to be autonomous. This classification,
according to the Society of Automotive Engineers (SAE International) (10),
divides the autonomous driving paradigm in 5 levels where the lowest ones
the vehicle may assists sometimes the driver with longitudinal and lateral
driving tasks and this help increases until level 5, where the vehicle can run
autonomously under any circumstances. However, this topic can be divided
in multiple subtasks due to the complexity of the autonomous driving. These
subtasks include topics such as environment detection (11), route planning
(12) and adversarial attack detection (13).
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4 Chapter 1. Introduction

1.1. Motivation

Most of the current algorithm for target detection in the autonomous
driving paradigm are based on a single sensor, i.e. camera or LiDAR sensors
(14; 15; 16; 17). However, nowadays there are numerous sensors in the market
that could support in this task rather than always depending on the same
sensor. An example of these sensors are ultrasound sensors, radar sensors
and LiDAR sensors apart from the traditional camera sensor. These sensors
are used with different purposes and, at the same time, they have different
limitations.

Camera sensor: this sensor has been used since long time ago due to its
capabilities to not only return information about shapes but also colors.
This may be highly relevant for autonomous vehicles since some of the
most common traffic signals are color based, i.e. traffic lights. As a
result, this sensor provide a wide range of features that can be relevant
for the environment study (target detection, scenarios conditions study,
etc.) (16). However, the main problem of this sensor is the fact it may
gather private information due to the large volume of data acquired,
such as pedestrian faces. At the same time, the data gathered by this
sensor can be highly affected by hazard situations such as rain, fog and
low light among others. As a result of this, a number of companies and
researchers are studying the possibility of achieving similar results in
autonomous vehicle tasks without including this sensor.

Ultrasound sensor: this sensor transmits a pulse/signal to later calcu-
late the time until the echo is received. By repeating this with multiple
receiver sensors it is possible to locate targets in 3D positions (18).
However, even when the precision of the detection may be high, the
effective range of this sensor is highly reduced in contrast to the pre-
vious sensor (in the range of centimeters or a meter). Nevertheless, this
sensor is still relevant for the discussed topic, specifically in scenarios
where accurate maneuvers are required, such as when parking.

Radar sensor: this sensor follows a similar approach to the ultrasound
sensor since it also transmits a signal (in this case a variable frequency
signal) and measures the frequency difference between the echo and
the current signal. This provides information regarding the distance,
angle of arrival and speed of the detected target respect the sensor.
As a result of this, this is one of the most popular sensors integrated
in vehicles to detect other vehicles in the scenario (19). However, this
sensor also has limitations such as the maximum range, which is highly
shorter than LiDAR sensor data. This can lead to a late detection when
a target is not located until the last moment when it can be dangerous
for the ego vehicle.
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LiDAR sensor: this sensor transmits laser pulses and calculate the time
to receive the reflection of each of these pulses at the same time it knows
the horizontal and vertical angle used when transmitting each pulse.
Knowing the angles, time to receive the echo and the speed of the
light in the air it generates a 3D map of shapes in the scenario. These
sensors usually have a range of hundreds of meters in autonomous
vehicle applications. As a result, they can gather information from
all relevant targets, such as vehicles, walls, signals, etc from a large
enough distance to take them into consideration when planning the
route (20). However, the transmitted laser pulses may be absorbed by
some materials such as water. This may generate problems in hazard
weather conditions such as rain or fog, where the number of reflections
may be highly reduced in comparison with a sunny scenario. At the
same time, due to the hardware limitations of this sensors, they have
a blind area in the near field, being this area usually of 1-1.5 meters
around the sensor, which may be a highly relevant problem for accurate
maneuvers.

Not only these sensors but also the algorithms to study their output
data have been improved in recent years to extract more information from
the data as well as improve the efficiency of these processes (21; 22; 23; 24).
Some of the most relevant algorithms for this topic are the target detection
models.

These models focus on detecting targets belonging to one or multiple
relevant classes decided by the user who trained the model. These models
return the location in the frame of these targets as well as their predicted
classification (21; 22). Depending on the input data, this target detection
algorithms may be adapted to 2D (23) or 3D targets (25). These target
detection models can be divided into two classes:

Two-stage detectors: these algorithms execute two processed for the
target detection. The first process is the localization of areas in the
2D-3D data that can contain relevant targets. In a second step, the
algorithm evaluates all the proposed regions to determine in a relevant
target is present in each region and, in case there is a target, what
class it is apart from refining the coordinates of the target. As a result,
these models usually achieve high accuracy results due to their deep
search of regions of interest at the cost of a larger latency, such as the
Region Convolutional Neural Network (RCNN) (26), Fast RCNN (27)
or Faster RCNN (22) models.

One-stage detectors: differently from the previous algorithms, it per-
forms the detection and classification without having to extract a first
set of regions of interest. Consequently, a reduction in the latency is
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achieved due to the reduction of operations in the pipeline but usually
the final accuracy performance doesn’t achieve two-stage models ac-
cuarcy results. An example of one-stage detectors are the You Only
Look Once (YOLO) (24) and Single Shot Detector (SSD) (21).

However, as previously observed when explaining the sensors, these sen-
sors have limitations and strengths that may complement each other. The-
refore, they may benefit from using Sensor Fusion techniques to merge their
data in order to improve the overall performance of the system (28). An
example of this collaboration may be the combination of LiDAR and radar
sensors to integrate the high range of the LiDAR data while radar may pro-
vide data of the near area that LiDAR may not detect. At the same time
radar may support in hazard weather conditions since radio signals are af-
fected in a lesser degree by water in contrast to laser pulses. As a result, the
final system would have the strengths of both sensors and it would improve
their limitations.

Nevertheless, the platform where these algorithms will be deployed must
be taken into consideration when designing the overall pipeline. Since the in-
formation gathered for autonomous vehicles applications may include private
data of the vehicle, such as speed and destination, a Cloud approach whe-
re the information is transmitted to an external server may not be suitable
due to the information leak risk. A different approach, Edge Computing, is
taking the lead in these applications (29). Edge Computing is referred when
the data is processed near the data source/sensor. Consequently, since data
is not transmitted to any external device, the possibility of data leak and
problems during the data transmission are reduced. At the same time, the
overall latency may be reduced since the time to transmit and receive the
data is removed from the pipeline. However, this approach has limitation
regarding the resources at the network edge, which are highly reduced in
comparison to Cloud servers.

Consequently, different preprocessing techniques for automotive sensor
data must be researched as well as Sensor Fusion pipelines to fit low-resource
edge devices and hardware accelerators while maintaining high performance
results.

For all of this, the research on Efficient Sensor Fusion techniques based
on Deep Learning algorithms at the Network Edge appears as an attractive
innovation and relevant topic in the current autonomous vehicle paradigm.

1.2. Objectives

The objectives of this doctoral thesis are the ones derives from the de-
velopment of all the steps to design and deploy a Target Detection model
based on Sensor Fusion techniques at the Network Edge. The intended con-
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tribution to the state of the art includes the study of the emerging Edge
Devices as well as frameworks to deploy AI capabilities at the network edge,
the data preprocessing and labeling techniques and techniques to fuse the
information from multiple sensors at the Network Edge. These contributions
are summarized as follows:

1. Edge Devices research

Research about emerging Edge Devices where the Sensor Fusion
pipeline can be implemented.

Research about frameworks to deploy and adapt state-of-the-art
Target Detection models as well as Sensor Fusion techniques for
Edge Devices.

2. Data preprocessing and labeling research

Research techniques to efficiently label gathered data in order to
use it in a later step to train AI models.

Research techniques to preprocess sensor data to reduce their me-
mory consumption while maintaining their relevant features.

3. Sensor Fusion research

Research new Sensor Fusion algorithms that may be suitable for
the Network Edge while still achieving state-of-the-art accuracy
results.

Implementation of the complete solution in Edge Devices.

1.3. Outline

The presented document constitutes a thesis by compendium of publi-
cations. This means, this thesis is formed by the most relevant publications
achieves as result of the research carried out during the doctoral program.
The work includes three indexed articles in multiple scientific journal and one
article currently under review by a scientific journal. We list them following:

J. Mendez, K. Bierzynski, M. P. Cuellar and D. P. Morales, Edge Inte-
lligence: Concepts, architectures, applications and future directions, in
ACM Transactions on Embedded Computing Systems, 2021. (Q4)

J. Mendez, S. Schoenfeldt, X. Tang, J. Valtl, M. P. Cuellar and D.
P. Morales, Automatic Label Creation Framework for FMCW Radar
Images Using Camera Data, in IEEE Access, vol. 9, pp. 83329-83339,
2021, doi: 10.1109/ACCESS.2021.3087207, 2021. (Q2)
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J. Mendez, M. Molina, N. Rodriguez, M.P. Cuellar and D. P. Morales,
Camera-LiDAR Multi-Level Sensor Fusion for Target Detection at the
Network Edge in Sensors, 21(12), 3992, doi: 10.3390/s21123992, 2021.
(Q1)

J. Mendez, M.P. Cuellar and D. P. Morales, Lidar-Radar Robust Multi-
Level Sensor Fusion for Target Detection at the Network Edge UNDER
REVIEW by Elsevier Measurements, 2021 (Q1).

This thesis is divided in two main parts:

PhD Dissertation: is devoted to describe the problems we have ad-
dressed and discuss the research we have performed. In particular,
Section 2 presents the research and the main results, and Section 3
summarizes them.

Publications: collects the journal papers related with the doctoral
research shown in this thesis. These papers are devoted to the research
the objectives previously mentioned.



Chapter 2

Methodology

In this section, the methodologies carried out in pursuance of the objec-
tives we present in Section 1.2. Since these methodologies may highly differ
from each other, a specific subsection focus on each one.

2.1. Research on Edge Devices

A research about emerging Edge Devices has been carried out thanks to
numerous surveys such as (30; 31) among others that can be consulted in
Chapter 2 of this thesis. In these works, it is possible to compare the technical
characteristics of the most relevant edge devices (including, internal memory
and hardware acceleration among others). At the same time, some of these
emerging devices, such as the Google Coral TPU board and the Jetson nano
board were evaluated in our dependencies to evaluate the same parameters
as previously commented.

This evaluation led to the identification of the approach to deploy AI
models in each of these devices as well as their capabilities. Ultimately, the
viability of these devices was measured by the capabilities of each device as
well as the performance results of common AI models in these devices.

Further information as well as results gathered from this research are
included in the publication Edge Intelligence: Concepts, architectures, appli-
cations and future directions (32).

2.2. Study on data labeling techniques

In our research, large quantities of data were used to train the AI models
to improve their performance in a large set of scenarios while including at
the same time a large number of target classes. The labeling process, when
executed manually may consume long times while it can result in human
errors during the labeling do to the repetition of this task. Consequently, a

9
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more efficient way to label the data was research.
As a result of this, an automatic labeling tool was developed focused

on camera and radar sensors. The performance of this tool was evaluated in
multiple datasets from different locations that include scenarios in Singapore
and Munich. The metrics used to evaluate the performance of the proposed
system was the detection accuracy and the latency since these parameters
show if the proposed system is better and faster than a traditional manually
labelling approach. The sensors used in these scenarios were different to also
evaluate the suitability of this tool for different radar and camera configura-
tions.

Results are gathered in the publication Automatic Label Creation Frame-
work for FMCW Radar Images Using Camera data (33).

2.3. Research on preprocessing techniques for sen-
sor data

We investigate different techniques to preprocess sensor data in order
to reduce the data size and dimensionality while maintaining their relevant
features. To do this, different preprocessing techniques were applied to radar
and LiDAR data.

For radar data, numerous representations were evaluated, including range-
Doppler maps, range-angle maps, occupancy grids and depth maps. These
representations proved to provide some of the features but none of them
included all the possible features that can be extracted from radar data.
Consequently, the preprocessing technique applied to radar data was selec-
ted depending on each specific application to extract the desired features.
The results from these preprocessing techniques are gathered in the publica-
tions Automatic Label Creation Framework for FMCW Radar Images Using
Camera data (33) and Lidar-Radar Robust Multi-Level Sensor Fusion for
Target Detection at the Network Edge (34).

Similarly, LiDAR data preprocessing techniques were also evaluated. The
most relevant preprocessing techniques, voxel approach and depth maps, we-
re evaluated. Results are gathered in the publication Camera-LiDAR Multi-
Level Sensor Fusion for Target Detection at the Network Edge (35) and
Lidar-Radar Robust Multi-Level Sensor Fusion for Target Detection at the
Network Edge (34).

The metrics used for the evaluation of the preprocessing techniques are
the reduction of the data size achieved with each preprocessing technique as
well as the accuracy of the maintained features.
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2.4. Research on Sensor Fusion techniques

In order to improve the performance of the Target Detection algorithms,
multiple Sensor Fusion approaches were researched based on the state-of-
the-art techniques. As a result, a novel layer and network structure for ANN
was developed.

This Sensor Fusion technique was evaluated with camera and LiDAR da-
ta from multiple scenarios to prove its accuracy performance in normal and
hazard environments where camera data may not be reliable. Results from
this technique are gathered in publications Camera-LiDAR Multi-Level Sen-
sor Fusion for Target Detection at the Network Edge (35) and Lidar-Radar
Robust Multi-Level Sensor Fusion for Target Detection at the Network Edge
(34). In these publications, the metrics used to evaluate the performance of
the proposed sensor fusion techniques in comparison with single-sensor mo-
dels were the latency (to evaluate in increasing the number of sensors leads
to a higher latency) as well as the detection accuracy in normal and hazard
scenarios.

Other Sensor Fusion techniques were applied for the automatic labeling
process based on radar and camera data. Results from this technique are
gathered in the publication Automatic Label Creation Framework for FMCW
Radar Images Using Camera data (33).

2.5. Research on AI models deployment frameworks

We realized an analysis of the state-of-the-art frameworks for AI models
at the Network Edge such as TensorFlow Lite and MXNet among others. The
comparison of these frameworks was based on their capabilities to deploy
generic ANN models in generic Edge devices while ensuring the memory and
latency optimization.

We identified the most relevant frameworks that fit the Edge devices that
would be used during the doctoral program at the same time the ensure the
optimization of the ANN models.

Results from this research are gathered in the publication Edge Intelli-
gence: Concepts, architectures, applications and future directions (32).

2.6. Research on AI models deployment

In order to reduce the memory size of AI models, multiple techniques, in-
cluding pruning and quantization, were evaluated. The performance of these
techniques to adapt AI models for the Network Edge was evaluated based on
the memory size reduction achieved, latency reduction achieved and decrease
of the accuracy of the models.
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At the same time, due to constrains of the used frameworks and Edge
devices, some specific limitations were established for the AI models deploy-
ment at the Network Edge. These limitations are the quantization required
for the data and models to fit in the Google Coral TPU board as well as
the ANN layers supported by this device. Further information as well as
results are gathered in the publication Camera-LiDAR Multi-Level Sensor
Fusion for Target Detection at the Network Edge (35) and Lidar-Radar Ro-
bust Multi-Level Sensor Fusion for Target Detection at the Network Edge
(34).



Chapter 3

Achievements

If there is no struggle, there is no
progress

Frederick Douglass

In this chapter, we describe the conclusive results accomplished in several
areas during the doctoral program that led to the publications attached to
this doctoral thesis. We have organized this section in several subsections
corresponding each one to one of the publications included in this doctoral
thesis. Consequently, the results from each publication will be presented as
well as how these publications are related with the previously commented
research objectives.

3.1. Research on architectures and applications of
Edge Intelligence

As described in Section 1.3, there are numerous objectives in this doctoral
research. However, the first step in a research should always be the research
of the state of the art in order to understand recent improvements of the
technology. Because of this, the first step when we started this research was
the evaluation of the current edge computing techniques as well as edge
devices.

This field includes numerous topics, since when studying the edge com-
puting, or the edge intelligence specifically in this PhD research, not only
algorithms but also the devices must be researched. It is important to un-
derstand the constrains imposed by the edge computing paradigm, where
data is meant to be preprocessed near the data origin. As a result, the devi-
ces where data must be preprocessed do not have large resources in contrast
to cloud servers. However, since data is not transmitted to external or far
servers, the risk of data leakage is reduce. This is an important point sin-

13



14 Chapter 3. Achievements

ce numerous emerging applications use private data (such as autonomous
vehicles where information of destination, origin, etc. must not be share for
security reasons) or traditional applications where personal information is
used (such as medical applications where patient data is required).

However, due to these constrains, not all AI algorithms are suitable for
the network edge. Therefore, algorithms that will be deployed at the net-
work edge must be optimized to ensure a low memory consumption as well
as reducing the complexity of operations required when possible. These op-
timizations also aim to reduce the power required by the device, since these
devices are often not connected to the electricity network but working with
battery (29).

At the same time, some new algorithms and techniques have been propo-
sed for the network edge in order to face those constrains while maintaining
a state-of-the-art performance. An example of these techniques is the distri-
buted learning, where the learning and inference phases are not performed
by an individual node but partially executed in each of the nodes of an edge
computing network. Consequently, the workload is distributed, enabling the
implementation of complex techniques that a single node would not have
capabilities to execute (36; 37).

This approach, apart from the previously described advantages, can also
be used as an abstraction layer between the sensor data and the final appli-
cation since edge computing nodes can also be used to preprocess the data to
filter only relevant features/information while sharing a common final data
structure. Therefore, output data from these nodes would share the structure
no matter the initial sensor model or manufactures (37).

At the same time, not only the algorithms but also the frameworks and
devices for edge intelligence must be researched since they may add cons-
trains specific from each device/framework. An example of this problem is
the Google Coral TPU, which requires the TensorFlow Lite framework and
it has limitations regarding supported neural network layers (38).

All these key points are evaluated in our survey (32), where a comprehen-
sive analysis of edge computing and edge devices is presented. In this survey,
we focus not only on general application edge computing but also on artificial
intelligence algorithms at the network edge, often referred as edge AI. At the
same time, we also discussed the emerging frameworks that can be used to
deploy AI algorithms at the network edge, since it is not only important the
algorithm but also how it can be integrated in the edge device.

Therefore, recent advances in edge computing have been explained in
this publication, such as the new hardware and software that have emerged
during the last few years to face the problems of cloud computing in the
current situation. The relevance of this technology has been demonstrated
with diverse examples of applications including autonomous driving, security
solutions, IoT applications, location awareness applications, and network
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management. The hardware advances follow the line of incorporating new
modules/layers which enable the parallelization of the processes. Meanwhile,
the software research lines focus on improving the data processing speed
as well as improving the security of the systems. These features have been
compared in diverse tables for a deeper understanding.

Later, new Edge AI devices have been commented to explain what advan-
tages they can bring to the current state of the art in diverse research lines
such as Natural Language Processing (NLP), Computer Vision, Internet of
Things (IoT) and Virtual Reality (VR). Following the line of the research
made about Edge Computing, the current Edge AI devices and frameworks
have been explained based on their relevant features for a posterior compa-
rison.

As a conclusion from this publication, we could observe how numerous
companies are developing their own frameworks and devices, such as Google
that developed TensorFlow Lite and the Google Coral TPU. This will lead
in the future to a large variety of devices in the market, giving the user
the possibility to select the most suitable one for each application regarding
required memory, programming language and/or AI framework used and
application purpose among others. This is a result of the relevance of IoT,
where people want to include each time more sensors in daily life applications
to ease them or to improve their efficiency.

3.2. Research on data preprocessing and data labe-
ling

After the previously explained research regarding the AI frameworks and
devices suitable for the network edge, we started researching about relevant
algorithms that could be use for target detection using radar and/or LiDAR
data (23; 21; 22). The first step for this was to understand these two sensors
in order to understand what features we can extract from each one and when
their data may be relevant.

At this point, in order to fully understand the sensors, data was required
in order to evaluate the different data preprocessing techniques.

In the case of radar data, usually a double Fourier transformation is
performed in the initial time domain raw data in order to generate a range
Doppler image. This image provide information regarding the range and
speed of moving targets, represented as clusters in these images. Similarly,
these images can be further preprocessed to extract the angle of arrival from
each of these clusters using techniques such as MUSIC (39) or beamforming
(40). Once the angle of arrival information is extracted, range angle maps
can be generated, where similar to an occupancy grid, the image represents
in what distance and angle a possible moving target may be located.
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In the case of LiDAR data, since it does not have a fixed structure where
3D points have an specific order, it is usually preprocessed to make it inva-
riant to order. This is a requirement when using LiDAR data as an input for
deep learning models. The most relevant preprocessing techniques are the
voxel approach and the depth maps. The voxel approach generates a three
dimensional matrix where each of the cells represents a cell of the real space
studied with the LiDAR. Therefore, LiDAR data can be organized in these
ordered cells that can be later studied using 3D convolutional layers or fully
connected layers after flattening the matrix. On the other hand, the depth
map approach generated a 2D image where distance of each point is codified
in the color, obtaining a final data similar to a camera image (35).

However, most of the public datasets contain raw camera data and raw
LiDAR data but not so much information regarding raw radar data in au-
tomotive applications. This problem triggered a question, if we don’t have
large quantities of raw radar data, for sure we don’t have a labeled dataset so
how will we train our AI models? Because of this we proposed a automatic
labeling tool for radar data to solve this problem in the publication (33).

In this publication, an efficient Sensor Fusion framework to automatically
generate labels for range Doppler maps has been developed. As a result, large
number of labeled range Doppler maps can be generated efficiently while data
is gathered. Therefore, it is possible to speed up the dataset creation that
can later be used to train AI models.

The proposed technique is based on multiple state-of-the-art sensor fusion
algorithms, extracting the advantages from each of them to further improve
the system. The general pipeline is based on the extraction of labels from
camera data that later can be used to generate labels for radar data. This
pipeline is proposed due to the large number of deep learning models to detect
targets in camera image as well as the fact that usually there is camera data
present when recording sensor data to later use it for manual labeling tasks.
Consequently, we can use the camera data, assuming the relevant targets of
the scenario are in the shared field of view of the camera and radar sensors.
At the same time, since single-camera sensors do not provide depth-range
information, we calibrated the system based on some initial known data to
extrapolate the target distance in the rest of the camera frames. Therefore,
required features for the label creation in radar data (range, angle respect
the sensor and classification) can be efficiently extracted from camera data.

However, this tool also has limitations since in case it is a moving scenario
the camera calibration approach will not be suitable and, therefore, it will
no be possible to match detected targets in camera data with radar clusters
based on distance. Similarly, in conditions where camera data may not be
reliable because of hazard conditions the labelling tool may not achieve the
same accuracy as is standard scenarios. However, it has been presented that
in normal weather and light conditions in an outdoor scenario the proposed
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approach can achieve high accuracy results for the label creation task while
highly reducing the required time to generate these labels in comparison with
manually labeling the radar data.

This approach proposed for this tool could also be used for other automo-
tive sensors, such as LiDAR sensors. LiDAR sensor could be used instead of
camera sensors, or as an addition to camera sensor, to label the data at the
same time LiDAR labels can be generated. This could overcome traditional
camera/vision sensor approach regarding adverse environmental conditions
(i.e. lighting, reflections, etc.) while providing relevant depth information of
the scenario.

At the same time, it has been shown that the fusion of radar and camera
data does not require complex structures to achieve high accuracy results
while maintaining low latency. This lends justification to a variety of new
sensor fusion algorithms where the algorithms are optimized for radar and
camera sensor.

3.3. Research on Sensor Fusion to improve camera
detections

After the first task related to develop sensor fusion pipelines, to further
learn about sensor fusion techniques for target detection as well as data pre-
processing algorithms, we started researching about a sensor fusion algorithm
for camera and LiDAR data, following the research line of (41).

This idea started due to the fact that LiDAR data can perfectly comple-
ment camera data. Camera data provides information regarding color and
details but it lacks of information regarding surfaces and distance. As a re-
sult, camera data may not be reliable in hazard conditions, i.e. low-light
conditions, where the data from the camera would be completely black. Si-
milar problems will appear when targets are not real but they are images,
since camera does not include depth information it cannot distinguish bet-
ween a real object and a picture of it. However, if we include the data from
LiDAR we can have a more complete understanding of the environment whe-
re we have not only the details but also the shapes and distances. Therefore,
adding the features extracted from LiDAR data to the camera data could
solve the previously commented problems, achieving a more robust system.

Nevertheless, LiDAR data requires large memory volumes to be stored
since each frame may contain thousands of 3D points. Therefore, before star-
ting the research regarding camera and LiDAR sensor fusion, LiDAR data
preprocessing algorithms had to be further evaluated to reduce their me-
mory size while maintaining their key features such as distance and surfaces
information.

Therefore, the previously LiDAR preprocessing techniques commented
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in Section 3.2 (voxel and depth map approaches). The first one (the voxel
approach) is highly used in the literature (42; 43; 44) due to its high accuracy
results for target detection since data regarding possible target detection is
not lost with this technique. At the same time, it is possible to access all
data points gathered by the sensor. However, this technique only solves the
problem of the data structure and order but it does not reduce its memory
size enough for the network edge. At the same time, to efficiently study this
data, neural networks should include 3D convolutional layers to study the
3D occupancy matrix but this layers are not supported by most of the edge
devices. As a result of this, we started the evaluation of the second approach,
the depth map generation. This technique aims to convert the 3D LiDAR
data into a 2D image. By doing this, it is possible to represent LiDAR data
in a 2D plane, similar to a camera image. In this case, to maintain the
information regarding point distance, the distance is codified in the color of
each pixel of the depth map. When using this data there may be occasions
of target overlapping since we are projecting the 3D points into a 2D plane.
Because of this transformation, in case the information of a specific point
is later required the opposite transformations have to be applied to extract
the real X, Y and Z coordinates, which could lead to high latency. However,
this approach generates LiDAR data that can be easily used as an input
for deep learning models and, due to its similarity with camera data, can
be combined with camera data as desired. Therefore, since in the desired
camera-lidar target detection application we dont need the specific X, Y, Z
values of the LiDAR points in the final stage, we decided to follow the depth
map generation approach in the PhD research.

Once the data preprocessing techniques were evaluated, we moved to the
development of an algorithm for target detection. At this moment, due to the
similarities between LiDAR depth maps and camera data, it was possible to
execute the data fusion in an early stage by adding the LiDAR depth map
as an extra channel to the RGB camera images or after the target detection,
as in a voting algorithm. This large number of possibilities led to a question:
what if rather than me I let the neural network decide when it is better to
fuse the data?.

As a result of this question, we started researching neural network struc-
tures where data were fused not only in one layer but at multiple levels, so
the network can set during the training phase the relevance of the fusion
at each of the proposed levels. Consequently, we proposed a neural network
algorithm where data from camera and LiDAR were combine at multiple
levels, creating a new layer we called Fusion Layer (35). This approach of
combining the data was executed at multiple levels, letting the network com-
bine the data after different levels of feature extraction. As a result of this,
the network may combine features from small targets during the initial la-
yers before those features are lost due to the effect of further convolutional



3.3. Research on Sensor Fusion to improve camera detections 19

and pooling layers. Features from larger targets will still be present in later
stages, because of this the network will fuse the data at the relevant stage
depending of each specific target.

The idea for this approach came from the Single Shot Detector (21),
where multiple feature maps of different sizes are used to maintain features
from small targets as well as larger targets rather than using only one feature
map at a time.

Since the goal was still to deploy the developed algorithm in an edge
device, the algorithm had to be later optimized following techniques of pru-
ning and quantization to remove non relevant connections/neurons in the
model as well as reducing the memory required to store its parameters. At
the same time, the proposed model was designed following a one-stage de-
tector approach to reduce the latency imposed by the model structure in
contrast with two-stage approaches where two different models are required
(one for the region proposal and one for the classification and refinement).
As a result of this, the proposed model was compressed to fit the network
edge constrains.

To evaluate this algorithm, we selected a popular public dataset that
contains LiDAR and camera data, the KITTI dataset (45). The accuracy
results on this dataset do not surpass the state-of-the-art accuracy shown
by other sensor fusion models evaluated on this dataset such as Deep Gated
Information Fusion Network (DGFN) (46). Nevertheless, the proposed mo-
del still achieves a 90.92 %, 87.81 % and 79.63 % accuracy results for easy,
medium and hard to detect targets in the challenging KITTI dataset while
requiring a 92.1 % less memory than the DGFN model. And, as a result of
the optimization applied to the proposed model, the latency of the model
has also been reduced to 0.057 seconds.

At the same time, the advantages of using a Sensor Fusion approach
in contrast to a single-sensor model were discussed in this publication by
comparing our proposed algorithm with other single-sensor target detection
algorithms. It was possible to observe in the comparison how some of the
single-sensor models achieve better accuracy than our proposed algorithm.
However, we studied the effect of using only camera data for the target detec-
tion task and we showed how the accuracy drops to 73.81 %–65.41 %–39.63 %
(easy, medium and hard to detect targets) in hazard environments such as
cases where the light is not good. Since the LiDAR data does not depend
on the light of the scenario, using a camera-LiDAR Sensor Fusion approach
helps to maintain the initial accuracy or reduce the accuracy drop to 83.18 %–
80.02 %–47.83 %. This proves that even if high accuracy can be achieved by
a single sensor model, these algorithms are not robust when facing changes
in the environment in comparison with a sensor fusion algorithm.

This lends justification to further research the sensor fusion of automotive
sensors for autonomous vehicle applications, even without including sensors
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that may not be suitable for all scenarios, such as camera. Camera may
not be suitable sometimes due to the fact that it gathers private data such
as vehicle plate numbers or faces in public scenarios. Consequently, after
the good results of the camera-LiDAR sensor fusion, we moved to designing
a sensor fusion algorithm based on the two main sensors of this doctoral
research, radar and LiDAR sensors.

3.4. Research on LiDAR and radar Sensor Fusion
for Target Detection

As previously commented, after the good results achieved with the camera-
LiDAR sensor fusion for target detection, we moved to design a similar tech-
nique but this time based on radar and LiDAR sensors. These sensor were
selected due to the fact that they do not gather private information so they
can be used in all scenarios, in contrast to camera data, while still gather
relevant data for the target detection that can complement each other. At
the same time, these sensors are not affected by light conditions, making a
sensor fusion system based on them more robust in hazard situations.

Regarding the information gathered by each of the selected sensors, radar
sensor gathers relevant data regarding moving targets from a short range (in
the order of centimeters) to medium ranges (in the order of tens of meters)
with a high resolution that can be usually configured at the cost of less
range. Therefore, a trade-off between maximum range and resolution must
be selected depending on each specific application. In the case of this doctoral
research, main relevant targets are vehicles and pedestrians so we do not need
a resolution under 5-10 centimeters with the radar data but we would prefer a
higher maximum range. At the same time, radar data is not highly affected by
weather conditions or light as previously commented in this thesis. However,
it is not possible to detect specific static targets in radar data in normal
conditions due to the fact that all static targets will be aggregated in the
same pixel of the range Doppler map.

On the other hand, LiDAR data can provide information regarding further
targets (in the order of hundreds of meters as maximum range) as well as
detailed information about their shapes, which can be relevant for the target
classification, and distances. Nevertheless, LiDAR sensor also has constrains
regarding distance, since it has a blind area in the area of approximately
2 meters around the sensor due to the fact that the receiver sensor in the
LiDAR is not active during the light pulse transmission phase, so if there is a
target closer than 2 meters to the LiDAR sensor, the pulse reflection will be
received before the sensor receiver is enable, resulting in a blind area in short
field of the sensor. At the same time that LiDAR data can be highly affected
by rain and fog weather conditions among others since translucent materials
such as water do no reflect a high intensity signal. Similar problems appear
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with other translucent materials such as glass. Therefore, LiDAR data can
provide accurate data regarding shape of targets but it has a blind area and
the quality of the data may drop in hazard situations.

However, the combination of these two sensor may provide reliable data
since radar data can be used as an attention mechanism for the LiDAR data
in hazard situations where the quality of the 3D LiDAR data drops. At the
same time, radar may provide information regarding near moving targets
that LiDAR sensor cannot detect, even when information regarding their
shapes would not be gathered.

Once the suitability of these two sensors and how they can complement
each other was researched, we started to design a sensor fusion algorithm for
target detection based on radar and LiDAR sensors. The first challenge when
using these sensors is the high difference in their data features and structures.
To face this problem, we decided LiDAR data should be preprocessed to
generated depth maps due to the hgh performance results achieved in the
camera-lidar sensor fusion when using this preprocessing technique as well as
the fact that, as previously discussed, raw LiDAR data cannot be easily used
an input for deep learning models. Consequently, the question was how to
preprocess radar data to reduce the structure differences with LiDAR depth
maps. Therefore, raw radar data was preprocessed to generate range Doppler
maps and range angle maps following the techniques described in Section 3.2.
However, this time we didnt use these maps directly but we used them to
create a 2D occupancy grip (in the horizontal plane) based on radar data. At
this point, radar data could also be understood as 3D points similar to LiDAR
points where the Z component was always the same for all targets. Because
of this, it was possible to generate depth maps from the radar occupancy
grids by assuming all radar targets had a fixed height from the ground (0
meters) to 1.5 meters. This height was selected as a representative height of
the relevant targets in this doctoral thesis (pedestrian, motorbike, bicycle,
car, etc.).

Once both sensor data were represented in a shared structure (depth
maps), we followed the same approach we followed when implementing the
camera-lidar sensor fusion. Consequently, we designed a deep learning mo-
del based on the previously commented Layer Fusions to fuse the data at
multiple levels to maintain information regarding small and big targets.

This algorithm, since it required radar and LiDAR data, was evaluated
not only in the NuScenes dataset (which provide information of 3D LiDAR
detections and 2D detections from radar that can be used to generated the
previously explained occupancy grid) but also in a custom dataset where
all raw data was available. The accuracy results achieved with this model
do not surpass the state-of-the-art accuracy results in the NuScenes dataset
shown by other models such as CenterPoint v2 (47) and FusionPainting (48).
However, as a result of the optimization applied to our model, it achieved a
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reduced latency and memory requirements in contrast to the rest of compared
models in (34).

At the same time, the advantages of using a sensor fusion approach rather
than a single-sensor approach were studied by comparing the proposed algo-
rithm, an state-of-the-art LiDAR model (MEGVII (49)) and a single LiDAR
sensor SSD model (50). These models were evaluated on a custom dataset
and a synthetic dataset that emulates hazard weather conditions such as rain
or fog. In this test it was possible to observe the robustness of the proposed
model to data corruption in comparison with single-sensor techniques.

Similarly to the camera-lidar sensor fusion model, the goal with this
application was also its deployment at the network edge, specifically in the
Google Coral TPU board, so compression techniques such as quantization
and pruning were applied.



Chapter 4

Conclusions

This doctoral research has focused on the design and optimization of
sensor fusion algorithms for target detection at the network edge based on
deep learning models. Due to the focus to deploy these algorithms at the
network edge, an edge computing approach has been followed during the
whole research. The main conclusions and contributions obtained on this
research are listed below:

We have researched the current state of the art regarding edge com-
puting techniques to deploy AI algorithms at the network edge in our
publication (32). To do so, techniques to compress deep learning mo-
dels have been discussed, such as quantization and pruning. The goal
of this compression is the reduction of the memory size of the models as
well as the computational complexity so they can be executed in edge
devices, which have limitations regarding memory and computational
capabilities to reduce the energy consumption. Apart from these com-
pression techniques, new emerging techniques such as model distillation
or distributed learning have been discussed to achieve state-of-the-art
performance results at the network edge. At the same time, emerging
edge computing devices have been compared to understand their main
features and what capabilities they do not include at the moment but
would be desirable for the future. Consequently, we have achieved the
objectives 1-a and 1-b commented in Section 1.2.

There are not large raw-data dataset for automotive applications with
a large number of sensors. Therefore, it is not easy to have access to
resources to evaluate and design new techniques/algorithms for autono-
mous vehicles. Because of this, we proposed an automatic label creation
tool for radar data to speed up the dataset creation while reducing the
human errors during the data labeling (33). As a result, by having rage
Doppler map data, other preprocessing techniques to further preprocess
the data such as occupancy grid or range angle maps can be evaluated

23
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in contrast with public datasets such as NuScenes where radar data is
provided as 3D points so no further preprocessing techniques can be
applied. As a result of this publication, we can observe objective 2-a
was achieved.

There are numerous techniques to preprocess sensor data. The aim of
all these techniques is to maintain some relevant features from the data
while reducing its complexity or/and memory size. However, depending
on the specific sensor data, for example LIDAR data or radar data,
different techniques can be applied. These techniques fit the specific
features and structure of the sensor data. In the case of LiDAR data,
the main preprocessing techniques to reduce the data complexity whi-
le adding an ordered structure (required for deep learning models) are
the voxel approach and the depth map generation. Each of these tech-
niques have different advantages and limitations but due to the final
3D matrix structure achieved with the voxel approach, this technique
may not be suitable for most of the current edge devices. Regarding
radar data preprocessing, we have observe how some of the techniques
build upon previous ones, such as range angle map and range Doppler
map, where you need the range Doppler information to generate the
range angle map. At the same time, we have been able to extract the
knowledge from these preprocessing techniques to extrapolate them to
other sensors, such is the case of depth maps fro radar data. Conse-
quently, we have achieved objective 2-b regarding data preprocessing
techniques described in Section 1.2. Examples where these techniques
have been applied have been published in the publications attached to
this doctoral thesis (33; 35; 34).

Sensor fusion approaches may not improve the target detection per-
formance of the state-of-the-art deep learning models but these ap-
proaches are highly beneficial in hazard conditions where single-sensor
systems may run into data corruption or quality drop. Some examples
of this have been included in this thesis, in publications (35; 34) whe-
re we discussed the accuracy drop when using only camera sensors in
low light conditions or only LiDAR sensors in hazard weather condi-
tions. Consequently, sensor fusion approached have been proven to be
robust to scenery and conditions change, which is highly relevant in
autonomous vehicle applications since they must perform well under
all conditions to ensure the safety of passengers. After the research
regarding sensor fusion techniques, we can conclude we have achieved
objective 3-a presented in Section 1.2.

We have evaluated our algorithms using edge devices to prove how
state-of-the-art performance results for target detection can be achie-
ved at the network edge. To do so, we have applied multiple techniques
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to compress the deep learning models at the same time we have consi-
dered the limitations of the network edge while designing the network
structure (i.e., using a one-stage detector rather than a two-stage de-
tector) and the data preprocessing techniques. Further details about
the deployment of the developed models on edge devices can be found
in the publications attached to this thesis (35; 34). Because of the
deployment of our models at the network edge, we can conclude we
have achieved the objective 3-b regarding the deployment of the target
detection system at the network edge.

Along the doctorate duration, we have contributed to the state-of-the-
art edge intelligence, achieving remarkable results that were published
in scientific journals. Among these journals, the most relevant ones
are IEEE Access and MDPI Sensors journals apart from the ACM
Transaction of Embedded Comouting Systems and the publication that
is still currently under review by the journal Elsevier Measurement.

To conclude, based on our research we forecast a clear improve in the near
future of the Edge Intelligence due to its relevance in emerging topics such
as autonomous vehicles. This is a result of the improvement regarding Edge
Devices, which keep improving to integrate more capabilities like Tensor
Processing Units, and specific frameworks for Deep Learning at the network
edge.

4.1. Future trends

After the presented research, based on the experience gather through the
doctoral period, we can foresee some main trends in the field of autonomous
vehicles that could be further researched:

Emerging deep learning algorithms: during the last year, new
algorithms that highly improved the state of the art were presented
such as the transformer networks that study the relationship of the
data. These networks have been already applied to computer vision
tasks (51; 52) so in the future it could be researched how to apply
them to study camera or LiDAR data in order to further improve the
accuracy and efficiency of the models. These networks, since they study
the internal relationship of the data could be used to study LiDAR
data efficiently by studying the relationship among the 3D points. It
should also be researched the viability of deploying these networks at
the network edge to ensure even if their performance overpower the
presented ones in this thesis, they should still respect the network edge
constrains. Similarly, new algorithms for edge AI will appear due to the
high relevance of the IoT and edge computing during last years, and
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example of these algorithms is the distributed learning. As a result of
designing the algorithms for the network edge rather than compressing
standard models, they will fit better the network edge constrains and
take advantage of its capabilities, such as the communication between
nodes.

Integration of other relevant sensors: the sensors selected for this
research have been selected due to their relevance in the automotive
industry but other sensors that provide similar data, such as the Time
of Flight (ToF) cameras could be research as a substitute of LiDAR
data since LiDAR sensors are costly and require large computational
power due to the quantity of data produced. However, current ToF
cameras have a maximum range of few meters. Once these sensors are
further optimized to increase their maximum range, they will be able
to provide data similar to LiDAR (since it include depth information)
but at a much reduced price.

Data labeling : in this thesis, an automatic labeling tool for radar da-
ta is proposed in one of the articles. However, due to the integration of
multiple sensors apart from radar and camera sensors in autonomous
vehicles, a research about a flexible and general automatic labeling
tool for automotive sensors would be highly useful to reduce the time
required to create autonomous vehicle labeled datasets. An example
would be the integration of LiDAR data to use LiDAR depth informa-
tion rather than a static camera calibration to estimate the distance.
As a result of this, this tool could achieve high performance results in
general scenarios. Tools like this one will become more relevant in the
near future, specially for autonomous vehicles where large quantity of
data is required but since they use emerging sensors there are no public
datasets to use.
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Chapter 5. Edge Intelligence: Concepts, architectures, applications and future

directions

Abstract: The name Edge Intelligence, also known as Edge AI, is a
recent term used in the last few years to refer to the confluence of Ma-
chine Learning, or broadly speaking Artificial Intelligence, with Edge
Computing. In this manuscript, we revise the concepts regarding Edge
Intelligence, such as Cloud, Edge and Fog Computing, the motivation
to use Edge Intelligence, and compare current approaches and analyze
application scenarios. To provide a complete review of this technology,
previous frameworks and platforms for Edge Computing have been
discusses in this manuscript in order to provide the general view of
the basis for Edge AI. Similarly, the emerging techniques to deploy
Deep Learning (DL) models at the network edge, as well as speciali-
zed platforms and frameworks to do so, are review in this manuscript.
These devices, techniques and frameworks are analyzed based on rele-
vant criteria at the network edge such as latency, energy consumption
and accuracy of the models to determine the current state of the art
as well as current limitations of the proposed technologies. Because of
this, it is possible to understand what are the current possibilities to
efficiently deploy state-of-the-art DL models at the network edge ba-
sed on technologies such as AI accelerators, Tensor Processing Units
and techniques that include Federated Learning and Gossip Training.
Finally, the challenges of Edge AI are discusses in the manuscript as
well as the Future directions that can be extracted from the evolution
of the Edge Computing and Internet of Things (IoT) approaches.

keywords: Edge Intelligence, Edge AI, Edge Computing, Machine
Learning, Deep Learning, Artificial Intelligence.

5.1. Introduction

During the first decade of the XXI century, Cloud Computing arose as a
service-based, large scale, and distributed computing paradigm (1). A Cloud
platform uses a service model that can offer different services to the end user,
such as: Hardware infrastructure, software, platforms (hardware+software),
workspaces, data, and security solutions. With the increase in the number
of devices connected to a Cloud system, the volume of data to be processed,
and the growing of Internet of Things (IoT), Cloud Computing has limita-
tions regarding the high bandwidth requirements to transmit data to the
centralized Cloud architecture, high computational power to process the da-
ta, and therefore high latency of data processing (2). Different solutions have
been devised to solve these problems. The main approaches are Cloudlets,
Fog Computing, and Edge Computing:

Cloudlets (3; 4) are computers, servers or clusters located in the net-
work nodes near the end devices, that connect the devices to the Cloud.
A Cloudlet is equipped with services from the Cloud in order to reduce
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Figure 5.1: Example of Cloudlet architecture

the latency in the access to each service. As a result of this, Cloudlets
may be understood as a Cloud service at the network edge. The basic
structure of a Cloudlet is organized in three layers: Cloud, Cloudlet
and Edge, as shown in Figure 5.1. Cloudlet has been used with two
different objectives: Reducing the data transfer between end devices
and Cloud, and reducing the computing workload in the end device.
Examples of solutions pursuing the first objective are data caching of
useful information for end devices from the Cloud in the Cloudlet, as
for instance video data (5), or to improve data storage (6). On the other
hand, examples of applications to reduce the computing workload of
end devices are Computer Vision (image recognition, pose identifica-
tion, etc.), Speech Processing (text-to-speech, speech recognition, etc.)
(3), virtualization (7), healthcare (8; 9; 10) or smart grids (11).

Cloud-Fog Computing systems (12; 13) are similar to Cloudlets in the
sense that both approaches attempt to reduce the latency problems
of Cloud Computing by integrating in the network some devices to
process the information closer to the network edge. However, Fog com-
puting is targeted at scenarios where multiple things are interconnec-
ted (such as IoT), while Cloudlets are more specific for network or
service-oriented systems. Fog computing include capabilities to com-
pute, store and manage data apart from networking on network nodes
within the close vicinity of the Edge Device or End Device. Conse-
quently, the main difference between Cloudlets and Fog Computing is
not the difference in their network structure, since they are similar, but
the final goal or task to perform as well as the computing power avai-
lable. Therefore, Cloudlets should be understood as a sub-category of
Fog Computing. Thus, hardware and software technologies, and spe-
cific architectures, are designed to develop systems over Cloudlet or
Fog paradigms. The basic components of a Fog Architecture are Fog
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devices, Fog servers, Cloud platform, and gateways, as it is shown in
Figure 5.2. A Fog computing architecture is organized in layers (12)
(Application, security, resource management, storage, data preproces-
sing, monitoring, gateways, and physical layer), and the main feature
of Fog computing systems is the virtualization of the complete plat-
form to enable different and heterogeneous devices (mainly sensors and
IoT devices) to connect to the platform. Thus, Fog devices and servers
(which are in changer of the networking among the End or Edge Devi-
ces) enable communication between devices, and cooperate to perform
computing and storage tasks. Example applications of Fog computing
are mainly related to Industry 4.0 and IoT, such as transportation sys-
tems (14), enhanced virtual reality and human-computer interaction
systems (15), healthcare (10), or Smart cities (16), among others.

Figure 5.2: Example of a general Fog Computing architecture

Edge Computing (17) is aimed at reducing Cloud workload to process
device data, by means of performing some preprocessing and/or com-
puting tasks at the network edge. Thus, Edge Computing is suitable to
support Big Data analytics and scenarios where a real-time response is
required for the user, or where the end device application has time criti-
cality constraints. According to Figure 5.3, the general idea of an Edge
Computing architecture, in the broad sense, is not much different from
Fog and Cloudlet architectures. In fact, some authors classify Cloud-
lets and Fog computing as types of Edge Computing (18), or also as
necessary technologies to enable Edge Computing (19) at different le-
vels. However, one difference relies on the fact that Edge servers need a
closer proximity to edge devices in Edge Computing, to fultill the real-
time or time criticality constraints required by users and applications.
Also, some of the required preprocessing can be performed at the end
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device. A deeper analyze of this technology is presented in Section 5.3.

Figure 5.3: Example of a general Edge Computing architecture

Ad Hoc Cloud computing clouds is another approach to execute pro-
cess that require high computational capabilities at the network edge.
This technique is based on harvesting resources from existing spora-
dically available, non-exclusive and unreliable infrastructures at the
network edge (20; 21). However, this tasks executed in Ad Hoc clouds
does not interfere with executing host processes, making it suitable
for applications where large quantity of data needs to be preprocessed
while the host supervise the task or execute the data gathering pro-
cess. Consequently, it is possible to observe the similarities with the
Fog Computing technique but in this case the nodes are specific nodes
planned for the task and it is unpredictable when they will be available.

Device-enhanced Multi-access edge computing (MEC) which is based
on improving the capabilities of the MEC devices based on increasing
computation and storage capacities of mobile edge devices. This tech-
nique emerged as a consequence of the increasing demand of compu-
tationally demand applications in mobile edge devices while taking into
account the constrains of these devices regarding battery and compu-
tational capabilities (22). The device-enhanced MEC mechanisms can
be classified into different categories based on the aim of the devi-
ce (computation offloading and caching), as proposed in (23), while
maintaining low energy consumption and latency results.

In this paper, we focus first on the Edge Computing paradigm, since it
provides the necessary background technologies that enable Edge Intelligen-
ce. Edge Intelligence is a new term that has been used in the last few years
to refer to the confluence of Edge Computing with Machine Learning (ML)
(24), or Artificial Intelligence in the broad sense. Different names in the lite-
rature refer to the same concept, such as Edge AI (25), Artificial Intelligence
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at the Network Edge (26), or Intelligent Edge Computing (27), and we use
these names in the remaining of the article indistinguishably. In Edge AI,
we assume that end devices are also data producers, and ML algorithms are
used to process, acquire, summarize or transform this data, in the network
edge nodes, and sometimes in the end devices themselves.

In addition to the benefits of Edge Computing, including ML capabilities
at the network edge provides several advantages: (a) Executing the raw data
preprocessing at the network edge can reduce data dimensionality to extract
contextual knowledge that can be transferred to the Cloud for higher-level
analyses (28) to reduce bandwidth requirements; (b) it also enables the pos-
sibility to perform sensor data fusion at the network edge, as in surveillance
scenarios (29), reducing the workload in Cloud platforms; and (c) using the
computing capabilities of devices and edge nodes helps to accelerate the res-
ponse of distributed ML algorithms as in Big Data scenarios (30). However,
some limitations arise under the Edge Intelligence ecosystem. To mention
a few (31): (a) The need to adapt ML algorithms for distributed compu-
ting and distributed storage systems; (b) the management of computing and
memory resources to train ML models, and to perform inferences of data
using the trained models; (c) the adaptation of ML algorithms to be used
at multiple time scales or data with different granularity; and (d) the design
of structured solutions and standards to integrate ML in Edge Computing.
Although Edge Intelligence is still an emergent paradigm, different solutions
have been proposed in the literature to address these problems, and we des-
cribe the existing approaches in the following sections of this manuscript.

This article is structured as follows: Section 5.3 introduces the state of
the art in Edge Computing, as a ground set of technologies to support Edge
Intelligence. Section 5.4 summarizes ML approaches that have been used in
Edge Computing, leading to Edge Artificial Intelligence and its applications.
Section 5.5 describes Edge AI architectures and frameworks. Finally, section
5.6 focuses on challenges, future directions and conclusions of this survey.

5.2. Related Works

Multiple authors have researched this topic with the goal of summarizing
the most relevant trends of the Edge Intelligence to ease the understanding
of the reader such as (32), who focus on the software frameworks for the Edge
Intelligence explaining at what level each of the techniques and frameworks
should be applied. By doing so, the reader can get a deep understanding
on what software should be used in each case as well as the reasons why.
However, this author does not include in his research the edge devices where
the system will be implemented. As a result, the reader can understand what
technique to use but not where. Therefore, the paper does not explain the
limitations of these tools that fall on the hardware, as presented in our paper.
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Following this research line, (33) also research this topic focused on the
algorithms as well as the software frameworks, as the previous author. Ne-
vertheless, (33) gives some details about the hardware developed for this
topic. However, the information provided in this paper is not enough to fully
understand the current trends and future directions of the hardware for Edge
Intelligence. This is due to the fact that, even when some specific hardware
for Edge AI is discussed in the paper, most of the emerging technologies
and techniques are not included. An example of this are the edge devices
compared in our survey.

In contrast with this software-algorithm level survey, other works, such
as (34), focus on the hardware platform to enable Edge AI. However, this
approach is too specific and does not provide information regarding relevant
emerging frameworks and algorithms that as highly relevant to optimize the
AI models at the network edge.

On the other hand, (35) researched the overview of this technique by
adding information of the hardware architecture, frameworks as well as algo-
rithms in his paper. The current algorithms for Edge Intelligence are explai-
ned in depth with numerous examples to distinguish details between similar
techniques in order to make the reader aware of when each of them should be
used. (35) also researches in detail the current edge devices that can be used
for the Edge Intelligence separating them according to the architecture. Ho-
wever, the limitations of these devices regards to the frameworks that must
be used to deploy the AI models on the device are not researched. Therefore,
the result is the opposite as the achieved with the previous authors, a deep
understanding of the hardware without taking into account the limitations
of the devices regarding the software.

Other authors have focused on some of the specific Edge Computing tech-
niques, such as Quoc-Viet P. et al. (36) who gathered the information regar-
ding Multi-Access Edge Computing in 5G. However, this does not provide a
general overview since the manuscript aims to provide a deep understanding
on Multi-Access Edge Computing rather than general Edge Computing. At
the same time, this work does not include all the possible frameworks and
platforms that could be used to deploy AI model at the network edge but
provide general information about what requirements would need to be sa-
tisfied in order to execute efficiently ML tasks at the network edge.

Since the literature is extensive for this topic, our article aims to enve-
lope the goals of the previously commented papers among others in order
to give a deep and general overview of the current status of the Edge Inte-
lligence. As a result, the connection between the software and hardware for
this technique can be understood as well as its advantages and limitations.
The current techniques to adapt the DL models to the network edge are also
researched in order to understand the differences between the frameworks,
since this is one of the key points to fully understand the research lines and
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future trends. At the same time, the techniques that originated the Edge
Intelligence are explained due to the fact they can provide information re-
gards the future challenges/trends as well as a good background for the Edge
Intelligence. Lastly, emerging techniques as well as frameworks for the Edge
AI are included in this survey to give an updated overall view to the readers.

5.3. Background on Edge Computing

Edge Computing attempts to perform some data preprocessing and/or
computing tasks at the network edge, instead of relying on external service
providers as in Cloud computing. As a result, it enables the possibility of
real-time service response at the same time the integrity and confidentiality
of the information are ensured (37). This technique also reduces the energy
consumption and the time required to process the information since the
moment the data is generated (38; 39; 40). An example of this is studied in
(40) where the energy-consumption was reduced a 40 % approximately due to
the reduction on the communications. At the same time, the insecure channel
to transmit the information (WiFi, Bluetooth, etc.) can be removed from the
hierarchical structure of the data processing (38) in a Cloud system. During
the preprocessing of the raw data, the confidential information which is not
relevant for the final task can be masked/deleted before being shared with an
external device. This reduces the risk of confidential or sensible information
leakages.

An indirect benefit of the Edge Computing approach is the abstraction
of the end device. When heterogeneous end devices are used to gather in-
formation that complements each other, an adaptation layer is required to
transform all the data into a common structure. In Edge Computing, this
abstraction layer is included inside each end device where relevant informa-
tion is shared exclusively for the fusing process (41). This strategy alleviates
the computational power required to fuse the raw data in Cloud servers.

The limitations of this technology fall on the hardware and computing
capabilities of the end devices at the network edge. Usually, these devices do
not have high computational power as well as large battery due to their size
restrictions, making it difficult to integrate advanced algorithms to process
the data. A trade off between processing speed and energy consumption must
be achieved (42), and this is a current challenge of Edge Computing.

Using Edge Computing does not imply excluding the Cloud Computing
or other similar technologies like Fog Computing. The Edge computing could
be a layer in a hierarchical processing structure where the data is prepro-
cessed or/and processed at a closer level to the network edge which has
capabilities to execute the task (43; 30; 44; 45).

Due to its relevance, it is worth mentioning a special case of Edge Com-
puting applied for telecommunications, i.e. Mobile Edge Computing (MEC)
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(46; 47; 48), since a large amount of literature can be found specifically for
this application area. While traditional telecommunication operators per-
form control of the traffic flow in Cloud, MEC deploys edge servers in base
stations following the Edge Computing structure. The first MEC system was
developed by Nokia Networks in 2012 (49). In Nokia’s concept, MEC servers
are standard telecommunication equipment where storage and processing ca-
pabilities are integrated to collect real-time network data. This technology
reduces the latency by using the same principle as the Edge Computing and
Fog Computing, moving the processing center near the network edge. At
the same time, due to its location awareness, like Fog Computing, it enables
developers content providers and users to perform tasks where the location
data is a key factor.

5.3.1. Application scenarios of Edge Computing

The Edge Computing, as well as Fog Computing and Mobile Edge Com-
puting, could be applied where latency is an essential factor and the Cloud
Computing is not adequate. Some examples of these applications are:

Autonomous driving. In autonomous driving (50; 51), time is cru-
cial to decide the actions made by the car for safe driving following the
correct route. The system needs to execute the task with a short time
constraint. It is not efficient for the raw data to be sent to another de-
vice where it will be processed to execute a task. Instead, the raw data
should be processed in the vehicle to reduce the latency, for example,
latency of 0.1 seconds at 100km/h implies that the vehicle would roam
for, approximately, 3 meters before executing the computed result. In
the survey (50), this restriction is studied to prove the relevance on the
fast data processing for autonomous driving since otherwise it could
lead to problems such as the previously commented. At the same time,
this survey presents the requirements for the Central Processing Unit
(CPU) and Graphic Processing Unit (GPU) devices that would be re-
quired for the Edge Computing in autonomous vehicles as well as V2X
applications in order to enable the information sharing between vehi-
cles and computation offloading. Following these restrictions, the paper
of (52) proposes an Edge Computing based framework (F-Cooper) to
fuse the information. In this case, the data collected by each vehicle is
preprocessed to obtain point cloud features, which are later fused to
achieve a better object detection performance. Another example is the
pedestrian detection method developed by (53) where data collected
by a LiDAR sensor is propsed to obtain relevant features such as the
movement and the dimensions/shape of the objects. The paper (54)
provides a complete survey of techniques used in this field.

Security solutions. Another application for this technology is secu-
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rity solutions, such as surveillance systems where the cameras or a
device at the edge of the network could process the raw data to infer
a result or fuse the information (55; 29). It could be used to recogni-
ze specific users, for example, known criminals, before any dangerous
action could be started. In the paper of (56), this technique is used to
control vehicle speed on highways by cameras, which obtains success-
ful results on its implementation. Following the security line of work,
(57) review some security measures (Edge-based Authentication and
Authorization Mechanisms and Edge-ISP collaborative architecture to
detect and isolate IoT security attacks among other techniques) which
can be implemented in distributed networks such as IoT to ensure the
privacy of the data while maintaining the functionality of the system.
In the vehicle context, Edge Computing in collaboration with security
techniques such as Blockchain can be implemented to ensure data pri-
vacy as well as efficient energy interactions as proposed by (58). This
paper proposes a framework for efficient implementation of these tech-
nologies while maintaining low energy consumption and real-time data
transmission.

IoT applications. In the IoT scenario, where there are numerous sen-
sors, this technology can be beneficial (59; 60; 61; 62). In this case, it
would be more efficient to preprocess the data before sending it to the
cloud servers. In case the devices have enough computational power for
the task, the process could be executed in the devices themselves or
within a distributed end devices network. In the paper (59), an Edge
Computing framework is developed, called WuKong, to fuse the infor-
mation collected by heterogeneous sensors. The authors applied this
framework for online activity recognition, where the results obtained
support the smart home paradigm. Following the same line of work,
in the paper (60) the concept of smart city is studied in collaboration
with Edge Computing as a technique to process the data generated by
distributed and numerous sensors of the smart city concept.

When all the data from the IoT sensors have been gathered, security
is a key factor due to the nature of the data. Therefore, in the paper
of (57) some security solutions for IoT based on Edge Computing are
reviewed. These solutions include User-centric edge-based IoT security
architecture, to establish a trusted domain at the edge layer, Device-
centric edge-based design for IoT security, which is based on security
frameworks integrated in the Edge Devices to increase their security
using advanced security algorithms, and End-to-end security for IoT,
which is the most challenging due to the heterogeneity of the Edge
Devices and frameworks.

Location services. Edge Computing can be applied to location servi-
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ces such as smart-parking explained in the paper (63) where a network
based on Fog Computing in collaboration with the network edge and
the cloud is used to determine the location of available parking slots.
This not only helps users look for a parking slot but also distributes
vehicles parking slots efficiently, avoiding unused resources in the city.
In this context, the location of the end device is relevant for the task
it is executing. The edge device can fuse the data with the location to
provide information of the context before transmitting this informa-
tion. (64) also researched a similar application where Edge Computing
was used for license plate number detection, smart parking meter and
vision-based parking spot detection based on a distributed camera sys-
tem and Deep Learning algorithms with low latency. Other services
which can be carried out at the network edge taking into account the
location by the implementation of Edge Computing are indoor localiza-
tion and navigation system as proposed by (65) which can be used for
patient tracking in hospitals based on Bluetooth Low Energy (BLE)
and IEEE 802.15.4a compliant Ultra-wideband (UWB) RF time-of-
flight based positioning at the network edge.

Network functions. Although network solutions have been traditio-
nally implemented in hardware, it is possible to turn these devices into
software that can be integrated into edge devices by using Network
Function Virtualization (46). Moving this service to the network edge
enables the privacy of the systems to be improved, at the same time,
it is possible to reduce the latency to achieve real-time responses. An
example of this application is the paper (46), where some techniques
to implement communication protocols at the network edge are explai-
ned in depth. Following this line of work, (66) proposed using Edge
Computing techniques for tasks such as performance monitoring, phy-
sical impairment evaluation, and alarm message filter among others.
The alarm prediction scenario was implemented and tested, reaching a
99 % accuracy. As well as before, (67) proposed using Edge Computing
technologies as a gateway to support efficient deployment of ML mo-
dels based on containers to reduce bandwidth consumption, increase
the security of the systems, ensure efficient resource usage, and conduct
life-cycle management among other applications.

Although Edge Computing provides the capabilities required for hete-
rogeneous applications, specific software and hardware are needed maintain
the pace in order to incorporate all these advantages. In the next section,
current hardware architectures and software platform for Edge Computing
will be explained for a deeper understanding of the main relevant features.
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5.3.2. Edge Computing Architectures and software

Edge Computing attempts to perform the data processing at the source
device, whenever it is possible. However, CPUs do not have enough compu-
tational power to execute most of complex tasks under real-time constraints,
so specific process units are required in Edge Computing end devices. For
instance, Facebook’s researchers have already explained how most of the in-
ference process of their applications are carried out by the end device where
it is used, like smartphones or tablets (68). There are other options to impro-
ve edge computational capabilities, such as adding more CPUs to the device
to parallelize the process, or integrating other co-processors such as Graphic
Processing Units (GPU) (69; 70), among the most popular approaches.

Figure 5.4: Edge Computing device architecture proposed by (71)

Some researches propose a modular architecture for Edge Computing
devices (71; 72) where real-time is ensured at the same time non-real-time
and real-time control units perform a control of communication protocols as
well as memory allowance, as shown in the figure 5.4. A central core would
run an operating system and track the resources of the device to decide
where to execute each task of the global process. Besides this, the device
should be accessible for updating purposes in order to enable new functio-
nalities and improve current ones. Scalability is also a key factor in Edge
Computing. Therefore, devices should be aware of neighbor devices as well
as their functionalities to establish efficient network resource management.
The communication protocols of the device must enable communications not
only with other edge devices but also with other devices at the network edge
such as Fog nodes or MEC nodes in order to transfer information between
them efficiently (72; 73).

Another proposed architecture is the Lambda-CoAP Architecture (74),
which starts from the Lambda Architecture (75) deployed in the cloud to
abstract heterogeneous devices at the network edge while working on real
time. This architecture is composed of different modules that provide the
edge devices with functionalities for processing, analyzing and consuming
data. It splits the input data into three different layers in order to reduce
the latency:
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Real time layer. This layer processes data that needs to be computed
on real-time.

Batch layer. This layer preprocesses data to generate batches using
the processing of historical data.

Serving layer. This layer displays and communicate the computed
results. At the same time, by using this layer it is also possible to
access all generated data.

This architecture must be complemented with an adequate communica-
tion protocol or gateway to connect the devices of the network as in the
previous architecture.

As we can see, both architectures follow the same general structure with
different implementations. This common idea is the processing pipeline which
is shared among multiple architectures for Edge Computing (76; 77). Thus,
the processing pipeline consists of the following elements: data gathering,
data preprocessing (homogenization, filtering, masking private information,
etc.), result computation, result storage, and system interface.

After establishing the hardware architecture, an adequate software fra-
mework is necessary in order to establish efficient communication protocols
at the network edge, as well as configuring each node. Therefore, current
existing software frameworks for Edge Computing are:

Apache Kafka. This framework was developed by Apache to be a
distributed streaming platform on real time. It is based on the idea
of multiple devices checking the same information simultaneously. By
establishing which nodes can consume and/or produce data, this fra-
mework enables a multi-tenancy approach to control the information
distribution. Due to its characteristics, it can be used as a communi-
cation protocol for a distributed network as well as data storage for
end devices and applications where historical data is required. The
combination of these functionalities is not common but it enables this
platform to work as a streaming platform (78).

FAR-Edge RA. It is another Edge Computing framework developed
for the H2020 FAR-Edge project (79) to adopt decentralized automa-
tion architectures. It allows the collaboration with external frameworks
or systems such as the Cloud. This framework is notable for guaran-
teeing the security of the data through techniques such as Blockchain.
By including the functionalities of the Blockchain, this framework can
be used as a reference for automation cases, analysis, and simulations
in industrial environments (80).

F-Cooper. This framework was developed with special capabilities
for vehicles in the paper (52). It proposes an edge computing-based



48
Chapter 5. Edge Intelligence: Concepts, architectures, applications and future

directions

approach to fuse the information from point cloud features to achieve a
better object detection performance.The data was collected by different
LiDAR sensors (Velodyne HDL-64E LIDAR) integrated in the vehicles
in a collaborative smart vehicle scenario.

Macchina.io. It is a new IoT platform for the network edge that in-
tegrates a software tool for developing purposes as well as tools for re-
source managing of the system (81; 82). It hosts the application server,
based on java-script, to manage the communication protocols. When
using this software, edge devices can be managed through the Mac-
china platform, which can be accessed through common web browsers
and SSH among other communication protocols.

OGEMA. It is an Edge Computing platform developed by (83). This
framework is meant to work in a heterogeneous context where there are
multiple end devices connected together, such as IoT or industry 4.0. It
allows cloud connection to transmit the information as well as relying
on the cloud for some computation when required. In order to ensu-
re the interoperability between end devices at the network edge, this
framework maps the collected data to standardized data types. This
framework integrates a variety of security levels to fit the application.

CRESCO. It is a free and open-source distributed-agent framework
(84). This framework implementation is designed for large quantities of
heterogeneous end devices geographically distributed. It supports real-
time processing at the network edge for IoT applications among others.
In order to ease the implementation and development, an application
description language was developed by the same company.

Edge-computing-embedded-platform (ECE platform). This fra-
mework was proposed by (85) as an edge computing-oriented platform
to remotely control geographically distributed IoT end devices, inde-
pendently of their network configuration. It reduces the bandwidth
consumption by using asynchronous communications, which enables
faster communications and real-time capabilities. A lightweight vir-
tual space is obtained in this framework as result of integrating the
Docker technology, which reduces the memory footprint relevant for
low-resource devices at the network edge.

SA Framework. The purpose of this framework is to detect the cu-
rrent situation of the environment where it is implemented (60). By an
efficient understanding of the context, it is possible to perform actions
efficiently. This framework is designed for IoT applications specifically
due to the fact it takes into account the information propagation in
IoT networks.
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Cisco Fog Director. This framework integrates capabilities which are
beneficial in situations such as smart cities to manage large quantities
of nodes. It integrates APIs for an easy human-machine interface (HMI)
when it comes to developing applications and debugging support. This
framework provides improvement over operational effectiveness over
business agility (86).

Crosser. This framework enables the collaboration between heteroge-
neous systems through its built-in orchestration capabilities, including
edge-cloud collaborations. This lightweight IoT-edge platform can co-
llect data on real time from the sensor of the network as well as prepro-
cessing them. It is good at obtaining low cost Machine-to-Machine com-
munication, lowering bandwidth and establishing cloud-independent
networks (87).

EdgeX Foundry. It is a linux-based open-source framework for IoT-
edge applications. It includes an operative system-agnostic plug-and-
play-based software for easy development of systems based on it. This
framework is deployed for controlling the evolution of key values by
data orchestration and edge system management (88).

Edgent. It is an Apache open-source framework to develop edge ap-
plications. The edge devices allowed in this framework are those based
on java7/8, Android or Raspberry Pi B. It works as a back-end system
for edge devices and applications. Due to the limited devices which can
be implemented with this framework, Edgent is used as an interface
media among similar devices (89).

Edge Computing RA 2.0 (EC RA). This software architecture
was proposed by the collaboration of Edge Computing Consortium and
the Industrial Internet Alliance, based on international standards such
as ISO/IEC/IEEE 42010:2011. This framework includes the following
services: management of the end devices, data life cycle, and security.
It can be implemented in collaboration with other systems due to its
horizontal structure as well as provide real-time response (90).

Industrial Internet Consortium RA (IIC RA). The IIC develo-
ped its reference architecture using some international IoT standards
(ISO/IEC/IEEE 42010:2011). This structure is based on three layers:
(a) Edge, where the data from the end devices is collected, (b) Plat-
form, where the data is processed and sent to the third layer (c) Enter-
prise, where specific applications are hosted such as support systems
or user interfaces among others. This layer is also responsible for con-
trolling the execution of the previous layers (91).
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PiCasso. It is a platform for lightweight service orchestration at the
network edge (92). The key factor for an efficient performance of this
framework is the discovery of the critical parameters of the use-case
for specific applications. This framework includes strategies such as
local replication and remote replication to fit the application after the
critical parameters are known.

In order to compare the previously commented frameworks, some relevant
features for the Edge Computing have been selected based on their relevance
in this field. These selected features are:

Real-time processing. This feature describes if the framework is able
to be executed on real-time or with time constraints.

Heterogeneous devices. Edge Computing paradigm includes heteroge-
neous devices due to the diversity on information that can be extracted
at the network edge, leading to numerous sensors that may not sha-
re the output data format or communication protocols. This is a key
factor in numerous scenarios so the capability of the framework to be
implemented in diverse and heterogeneous devices is a key feature to
be compared.

Cloud connection. This connection can expand the resource capabilities
of the system when the application requires it due to computational or
storage requirements.

Device management capabilities. This feature must be understood as
the capability to manage the connections among multiple edge devices
as well as the network.

Scalability. This feature must be understood as the capability to incre-
ment the size of the edge network easily.

Security. This is a key feature as well as one of the main reasons which
led to the creation of Edge Computing. This feature will be used to
describe if the framework includes any security technique by default in
order to ensure the reliability of the data and its privacy.

Resource Optimization. The capability of the framework to optimize
the resources of the system such as bandwidth and energy.

Open Source. If the framework is Open Source, the scientific com-
munity can work on new capabilities for the system as well as fixing
problems leading to an improvement in the efficiency and performance
of the framework.
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Apache Kafka (78) ✓ ✓ ✓ ✓ ✓ ✓ ✓ x
FAR-Edge RA (79) ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
F-Cooper RA (52) ✓ x x x ✓ ✓ x ✓

Macchina.io RA (81; 82) ✓ ✓ ✓ ✓ ✓ ✓ x x
OGEMA RA (83) ✓ ✓ ✓ x ✓ ✓ ✓ x
CRESCO RA (84) ✓ ✓ x ✓ ✓ ✓ x ✓

ECE (85) ✓ ✓ x ✓ ✓ ✓ ✓ ✓
SA (60) x ✓ x ✓ ✓ x x x

Fog Director (86) x ✓ ✓ ✓ ✓ ✓ x x
Crosser (87) ✓ ✓ ✓ ✓ ✓ x ✓ x
EdgeX (88) x ✓ ✓ ✓ ✓ ✓ ✓ ✓
Edgent (89) x x x ✓ ✓ ✓ ✓ ✓
EC RA (90) ✓ ✓ ✓ ✓ ✓ ✓ ✓ x
IIC RA (91) x ✓ x ✓ ✓ ✓ ✓ x
PiCasso (92) ✓ ✓ x ✓ ✓ x ✓ x

Table 5.1: Comparison of Edge Computing frameworks

Table 5.1 compares all the described frameworks according to these fun-
ctionalities.

As it is shown in Table 5.1, all these frameworks include capabilities for
scalability due to its importance for Edge Computing where the number of
nodes is not pre-defined in some applications. On the other hand, features
such as Cloud connection or Opensource are present only in half of the
frameworks. Real-time capabilities are included in the majority of the studied
frameworks because of the relevance of this feature for Edge Computing.
Security techniques are also present in all the frameworks except for the
SA and Crosser, where programmers must include the security in case it is
necessary, leading to a more complex implementation.

As concluded from this table, scalability, heterogeneous nodes, security
and device management are considered to be the most popular features for
Edge Computing frameworks while Opensource, resource optimization and
Cloud connection are not so frequently included in the frameworks.

Recently, the increasing demand for AI oriented services leads to an in-
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crease in the global bandwidth. As a result, new lines of work are emerging to
study the movement of the computation of the AI algorithms from the Cloud
to the Edge, consequently providing a confluence of AI algorithms with the
Edge Computing techniques under the term Edge Intelligence which will be
discussed in the following section.

5.4. Edge Intelligence

Edge Artificial Intelligence (Edge AI) or Edge Intelligence can be unders-
tood as the confluence of Artificial Intelligence and Edge Computing (93).
The goal of this technology is to bring AI capabilities to the network edge.
Therefore, Edge AI end devices must have enough computational power to
run AI inference algorithms that process data with time constraints, and, in
specific applications, learning algorithms as well. Hence, Edge AI performan-
ce indicators differ from AI systems running in high computational resource
systems (94). Besides accuracy, there are more key factors which must be
studied such as (59):

Energy consumption requirements, since edge devices use to work as
individual nodes of a distributed network without connection to the
electrical network.

Real-time, or soft real-time constraints to give a response to the requi-
red AI service.

Frequency of communication with other nodes, to establish the depen-
dency of the nodes with the central network to process the data.

Taking into consideration the resource limitations of the Edge AI devices,
the AI algorithms need to be adapted for optimal execution in a distributed
environment with low-power devices. To accelerate the AI algorithms, the
memory access must also be carried out in an efficient way to avoid redundant
accesses, which decreases the memory access bottleneck at the same time that
the energy of the device is not used for redundant tasks (95; 93).

In the paper of (32), different levels of the implementation of Edge Inte-
lligence were proposed, as shown in Figure 5.5, understanding these levels as
the level of migration of the ML algorithms from the Cloud to the network
edge. The levels are summarized as follows:

1. Cloud Intelligence: where all the processes of the ML rely on Cloud
Computing.

2. Cloud-Edge Co-inference and Cloud training: the training of the ML
algorithms rely on the Cloud Computing due to its high computing
capabilities, while the inference process is executed as a collaboration
between the cloud and the edge by data offloading.
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3. In-Edge Co-inference and Cloud training: as in the previous level, the
training relies on the cloud but this time the inference process is carried
out within the network edge, by fully or partially offloading of the data.

4. On-Device Inference and Cloud-Edge co-training: training process in
the cloud and edge while inferring the result in a fully local on-device
approach.

5. Cloud-Edge co-training and on-device inference: both processes are ca-
rried out in a collaborative approach between the Cloud and the Edge.

6. All In-Edge: the training and inference processes are carried out at
the network edge, understanding the network edge as a collaborative
network of edge devices.

7. All On-Device: training and inference processes are carried out within
the edge device.

Figure 5.5: Levels for the Edge Intelligence application developed by (32).

Although Edge Intelligence has been devised to run Artificial Intelligence
algorithms in general at the network edge, current trends and applications
focus on Machine Learning, and more specifically Deep Learning. For this
reason, Subsections 5.4.1 and 5.4.2 analyze emerging and relevant AI tech-
niques to reduce the workload in the edge devices in depth. Subsection 5.4.1
focus on general Machine Learning techniques to provide a general overview
while Subsection 5.4.2 focus on emerging Deep Learning techniques.

5.4.1. Machine Learning algorithms at the Edge

ML algorithms have been already adapted and deployed at the network
edge using the classic AI concept of Intelligent Agent (96). An Intelligent
Agent can be understood as an autonomous, rational agent that perceives
the environment, and selects an action or sequence of actions to perform a
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task according to its internal representation, current (and sometimes past)
observations, and a set of rules or AI model inference engine.

The execution of AI algorithms at the network edge requires reducing the
size of current AI models while maintaining their performance in low-resource
devices. Decision Jungle (97) is an example of this approach to implement
decision trees. Decision Jungle is the term to define ensembles of rooted de-
cision directed acyclic graphs that are trained level by level while optimizing
an objective function taking into account for this process the structure of the
graphs. Following this technique, successful compressing results have been
obtained with different datasets like Kinect (98), where the final Decision
Jungle size was of 9 MB from the initial 80 MB, or Faces dataset (99), where
the initial size of 7.17 MB was reduced to 1.72 MB, obtaining state-of-the-
art accuracy (97). Similar proposals have been devised with Random Forests
(RF) (100). The compression process starts with the training phase of the RF
using followed by a pruning phase where each decision tree is pruned while
attempting to meet a global resource constrain and performance (101). As
a result, a global optimal pruning of the RF to minimize the error is lear-
ned. Empirically, the results of this pruned RF outperforms state-of-the-art
compressed algorithms (100). In the paper of (59), the RF technique was
implemented for human activity recognition at the network edge after a first
feature extraction from the data. The paper obtains successful results, with
an accuracy between 94 % and 98 % depending on the volume of the data
studied. This technique, as well as the Jungle Decision, is scalable to large
datasets and obtains high accuracy.

Another popular algorithm used in Edge AI is the k-Nearest Neighbours
(kNN) classifier (102). There are multiple variations of its adaptation to Ed-
ge Intelligence, such as ProtoNN (103) where the clusters are compressed in
order to fit the limitations of low-resource devices. This technique makes a
projection of the entire dataset into lower dimensional data, by means of di-
mensionality reduction and feature selection. This approach can be deployed
in devices with small memory capability in the order of approximately 16KB,
while producing start-of-the-art accurate results in numerous benchmarks.

Some application-specific ML techniques such as computer vision have
been implemented at the network edge, for example, feature extraction from
images with techniques including eins-gradient and histogram of gradient
orientation followed by a classification method. This technique was used in
the paper of (104) for human detection in collaboration with SVM for clas-
sification on the MIT pedestrian database (105), where it achieves state-of-
the-art results. Following this line of work, (106) proposed using HOC and
linear SVM classification for preceding vehicle detection in the context of
smart vehicles based on monocular vision. In the paper (106), this techni-
que was tested under different scenarios such as simply structured highways,
complex urban environments, and local occlusion conditions, where it provi-
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ded good results. ML algorithms can also be implemented for Natural Speech
Recognition such as Dragon Naturally Speaking developed by Nuance (107).

Apart from the previously commented techniques, other ML algorithms
for tasks such as prediction or regression have been implemented at the net-
work edge. (108) introduced a technique to train ML models at the network
edge based on gradient descends (i.e. SVM, K-means and linear regressions)
without relying on external devices such as cloud servers. The approach con-
sists in using multiple edge devices to execute the ML task, thus solving the
problem of the restricted computational capabilities by using a distributed
network, followed by a final edge device, which aggregates the results ge-
nerated by the other edge devices. This final edge device must also process
or preprocess the collected data for adaptation purposes and transmit the
final data for further processing. To test this technique, (108) used three
Raspberry Pi 3 and a laptop as the edge devices of their system and another
laptop as the aggregator edge device obtaining close to the state-of-the-art
results when evaluating SVM, K-means and linear regressions.

The aforementioned algorithms share the same limitation: the time com-
plexity increases with the quantity of data. When facing this problem, there
are other algorithms/techniques that can be more suitable when large volu-
mes of data must be processed, such as Deep Learning (DL) models.

5.4.2. Deep Learning at the Network Edge

Deep Learning is based on artificial neural networks (ANN) and consists
of a number of layers with artificial neurons in those layers to compute a
result. The data is computed in each layer, where matrix multiplications
are applied to compute the input of the subsequent layer until the final
layer, where a final classification or feature is obtained. When the structure
includes a large number of layers, it is known as Deep Neural Network (70; 94;
109). This technique includes different DNN structures developed for specific
applications like the case of Convolutional Neural Networks (CNN), designed
to fit image and video processing, where convolutional filters operations are
applied apart from matrix multiplications. For time-series processing, there
are DNNs called Recurrent Neuronal Networks (RNN), which include loops
in the internal connections of the neurons by means of memory to store past
inputs (109).

As a consequence of the high computational power required for the trai-
ning phase in DL, Cloud Computing was the default approach for the training
and inference phases before the current constraints of time and security in
applications such as autonomous cars or health care, based on Edge Compu-
ting (95; 110). To fit these constraints, new approaches for DL at the network
edge are emerging (82; 94): (a) training the DNN using a traditional approach
(Cloud Computing) and moving the inference process to the network edge,
shown in Figure 5.6(b), or (b) perform the training and inference in the Edge
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device, as shown in Figure 5.6(c).

Figure 5.6: Different approaches for training and inference. (a) Traditional
training and inference in Cloud servers, (b) training on Cloud server and
inference at the Edge and (c) training and inference at the Edge.

Depending on the approach, the resources for the end device must fit
different requirements (82). When the training process is carried out at the
network edge, the device must include a computing unit that enables this
process by integrating high computational capabilities as well as a sufficiently
large memory to store the data necessary for this task. When only the in-
ference is carried out on the device, the memory necessity becomes more
relaxed, since it only needs to store the trained model.

Besides specific hardware for the training process of the DL models at
the network edge, researchers have developed new techniques for the training
process which reduce the memory footprint in the edge device as well as
increase the training speed in low-resource devices. These techniques are
listed below:

Pruning. Based on the synaptic pruning of biological brains and their
connections during the life cycle, this process consists in removing con-
nections between neurons that are not relevant for the application,
reducing the number of operations computed when studying new da-
ta. As well as removing connections, it can also remove neurons that
are classified as no relevant when most of its weights have low values
in comparison with the global context of the DNN. This technique
enables faster, smaller and more memory efficient DNN which can be
implemented in low-resources devices like Edge devices (111; 112).

Weights quantization. Besides removing unnecessary connections
and/or neurons, all the weights are stored as individual values. This
configuration is not memory efficient due to redundant values. The
weights quantization technique intends to cluster similar weight values
in a single value and reduce these values to integers or numbers which
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Figure 5.7: Example structure of DNN model using Federated Learning.

occupy the least bits as possible. Therefore, the weights will be re-
adjusted, which implies the accuracy will be modified as well. This
leads to a recursive implementation where, after each training, the
weights are quantified (113).

Federated Learning and Model Partition. When facing complex
tasks or a training phase with a large volume of data, the approach
for the training could be a distributed learning or Federated Learning
(114). The data would be split into smaller groups which would be
distributed amongst the nodes of the edge network, as it is shown
in Figure 5.7. Each node would train based on the data it received,
training this way part of the final DNN to achieve active learning ca-
pabilities at the network edge. The same approach can be followed for
the inferring phase, where the technique is known as Model Partition.
In the Model Partition each layer of the DNN would be computed by
a different node to distribute the workload (94). This approach would
also allow easy scalability.

Transfer Learning. This technique is based on the existence of simi-
lar already trained models and the possibility to transfer the knowledge
between DNN (115). It consists on maintaining the weights of the first
layers of a trained DNN on a source domain similar to the target do-
main. These layers are trained to extract the main features so it is
possible to extrapolate its application to extract the features of the
new data. These features will be used for a later classification based
on the last layers of the DNN which will be specifically trained for the
application. By doing this, it is possible to obtain a well trained DNN
on a large dataset with a structure that has been proven to provide
good results. This technique is recommended when there is not enough



58
Chapter 5. Edge Intelligence: Concepts, architectures, applications and future

directions

information in the dataset for adequate training at the same time as
the complexity of the training phase is reduced, leading to a faster and
less resource consuming process.

Knowledge Distillation. Knowledge Distillation emerges as a novel
form of Transfer Learning (116; 117). This technique can extract know-
ledge from a large and well-trained DNN, called teacher in this context,
into a reduce DNN, called student. By doing this, the student network
can learn to obtain the same results as the teacher network but increa-
sing the computing speed by reducing the size (using techniques like
pruning previously commented).

Gossip Training. This technique aims to reduce the time required
to train a model at the network edge based on randomized gossip al-
gorithms. This algorithm has the advantage of full asynchronization
and total decentralization. Each of the nodes of the network executes
the training of a fraction of the whole data and during these random
communications, the different nodes compare their results until a con-
sensus is achieved (118; 119). By using this technique, it is possible to
implement active learning at the network edge since the workload du-
ring the training would be distributed among multiple devices rather
than computing the whole task in a single device.

5.4.3. Application scenarios of Edge Intelligence

As new emerging technologies like IoT or Big Data become mature, more
systems start integrating sensors for gathering data in real time, which also
require to be processed on real time or with time criticality to detect emer-
gencies or relevant events. The quantity of sensors for data gathering will
keep increasing to improve the vision of the context, which means a larger
volume of data (69). Processing the data with the traditional technique of
Cloud Computing will not catch up with the speed the data is generated due
to the bottleneck to upload and download the information from all the sen-
sors. This situation is when Edge Computing provides an efficient solution
by computing the data at the edge of the network (59; 43; 30).

The common theme across the applications where Edge AI can be imple-
mented is that they are complex tasks where ML has been shown to provide
good results, and these tasks need to run in real time at the same time the
privacy and security of the data are ensured.

Computer vision. Deep Learning is considered the state-of-the-art
technique for image processing (classification and detection) which is
a fundamental task for computer vision. The data for these tasks is
generated at the network edge by surveillance cameras, time-of-flight
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cameras and motion detectors among other sensors that already in-
tegrate DL capabilities in some occasions. Uploading the data from
these sensors to the cloud to be processed implies reducing the frames
per second the system computes. At the same time, it may incur pri-
vacy concerns, especially if the data contains sensitive information. The
bottleneck due to the large quantity of data being uploaded from all
these sensors is another reason to implement Edge Computing for this
task. There are some examples of Edge AI implemented for computer
vision like "Vigil"(120). This system consists of a network of wireless
cameras that process the information at the edge of the network. The-
se edge nodes provide information about relevant frames to be studied
further. By preprocessing the images at the edge, Vigil reduces the
bandwidth consumption in comparison with the traditional approach
of uploading the raw data to be studied. Another example is Video-
Edge (121), where a hierarchical structure is deployed, enabling Edge
and Cloud to work in collaboration in order to balance the workload
while maintaining the low bandwidth requirement.

Natural language processing. ML, specifically DL, has become
one of the most popular approaches for Natural Language Processing
(NLP) tasks (122) such as speech recognition (123), machine transla-
tion (124) and entity recognition (125). Using ML enables the reduction
of latency down to hundreds of milliseconds, following the constraints of
Edge Computing. Voice assistants of different companies are examples
of this application, such as Echo Dot from Amazon, .Ok Google"from
Google and Siri from Apple. While part of the processing of the data
collected by these devices is carried out in the cloud, some significant
tasks have to be executed at the network edge. An example of this is
the keyword detection for the activation of the system. The rest of the
message is sent to the cloud to be computed and the result is retur-
ned only if this keyword is detected. In the case of Siri, the keyword
detection is carried out by two ANNs (126). The first one, a reduced
size DNN with low-power mode, studies all the data the system is co-
llecting to determine if the second one must be initialized. Once the
second DNN, a deeper DNN than the previous one, is triggered, the
main processor determines the keyword has been detected. Keyword
detection techniques need to be further improved in order to be adap-
ted to low-resource devices at the network edge. Some techniques like
pruning or quantization can be integrated into these DNNs to compact
them for the edge devices. In order to detect keywords, researchers from
Microsoft developed a reduced size RNN which fits in 1 kB of memory
following these ideas among others (127). For other NLP tasks, latency
remains a significant issue because of its complexity to be reduced.
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Internet of Things (IoT). Data collected by some IoT sensors re-
quires an automatic understanding in real time for use cases such as
smart grids, smart cities, smart cars or healthcare. DL has been proven
to obtain successful results in some researches about these topics like
activity recognition (128; 59) and pedestrian detection (129). Someti-
mes in these tasks it is necessary to fuse the information collected by
different sensors which may need to be preprocessed before being fu-
sed in order to obtain accurate results. There are different frameworks
such as DeepSense (128), WuKong edge framework (59) or NeuroPilot
(130) which support this by leveraging the spatio-temporal relationship
of the data from different sensors. Compressing the DL models to fit
into IoT devices, which have limited resources for computation and
battery, is another approach that must be researched. Some examples
of techniques to compress DL models have been discussed in section
5.4.2.

At the same time, by using Edge Computing for IoT applications, it is
possible to solve the problem of data privacy concerns due to the fact
that it can contain sensitive information or public information from
street, cities, etc. where the owner of the device does not hold the right
to share the information (131). Therefore, Edge AI may solve the pro-
blem of privacy while reducing the bandwidth consumption (which is
high when cameras or complex sensors are involved). An example of
this application is the system proposed by (132), where Edge Intelli-
gence was used in the context of smart homes, obtaining successful
results that open new lines of work about its application in other sce-
narios like smart industries or smart cities.

Virtual Reality (VR) and Augmented reality (AR). Resear-
chers have proposed DL as a successful technique to predict the field
of view of the user when using virtual reality (VR) (133; 134). The
goal of the DL in this application is to determine the region of the
360° video or images that must be fetched on real time to minimize the
frame drops, maximizing that way the user experience. DL can also be
used in Augmented Reality (AR) to detect objects in the field of view
which can be key objects to apply virtual overlay on top of them or
to start an activity (135; 136). Since depending on the cloud for the
processing of these tasks can incur into high latency, Edge AI is studied
as a solution due to its low latency. This reduced latency is needed to
provide a successful performance, as proved in the Gabriel system of
Google for Google Glass (137)
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5.4.4. Analysis and discussion

Different algorithms have been implemented at the network edge follo-
wing this approach such as Intelligent Agents, Decision Jungles, Computer
Vision or Speech recognition algorithms to match different applications. Due
to a large amount of data generated at the network edge and the necessity of
fast processing, these techniques have been devalued in favor of Deep Lear-
ning models. Deep Learning is a technique specialized in working with a large
quantity of data for regression and classification among other tasks. However,
Deep Learning was traditionally implemented in the Cloud due to its higher
computational power than the network edge. This approach was suitable for
the training and inference in the past but due to the low latency required
for emerging applications, Edge Computing (specifically Edge Intelligence)
has become the most efficient approach.

Current DL algorithms are developed to be executed in high-resource de-
vices but not in Edge devices, therefore, new techniques to adapt these DL
models to the network edge have been researched. This has led to emerging
techniques such as quantization, federated learning, knowledge distillation,
and pruning. These techniques reduce considerably the size of the DL mo-
dels and enable their implementation at the network edge. They may not
be suitable for all applications, for instance when the accuracy is fundamen-
tal, pruning and quantization should not be used alone due to the accuracy
reduction they may imply. As the iterative method to design a DNN, the-
se techniques must be tested to establish which one matches the specific
application under test.

Table 5.2 compares the previously explained techniques to be able to
understand their main differences, which can be an initial step to decide
which one to use. The features to compare are: (1) whether this technique
reduces the memory footprint of the DL model, (2) whether the technique
can maintain the original accuracy, (3) whether a pretrained DL model is
necessary for the technique and (4) whether multiple devices are required to
implement the technique.

As shown in Table 5.2, most of these techniques enable memory reduc-
tion of DL models to fit in low-resource devices at the network edge. These
techniques lead to smaller memory requirements but simultaneously, the ac-
curacy may fall due to this connection/parameter being modified. On the
other hand, Federated Learning bases its performance on distributing the
DL model across different devices while maintaining the initial features of
the DL model in the general vision. The key parameter all of them share is
the requirement of a pretrained DL model which fits for the application like
a role model for the reduced DL model. Lastly, techniques such as Transfer
Learning enable the device to re-train a model to adapt it to the specific
scenario using a reduced dataset and re-training only some of the layers,
leading to a less resource-demanding process.
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Pruning ✓ x ✓ x x
Quantization ✓ x ✓ x x

Federated Learning ✓ ✓ ✓ ✓ x
Transfer Learning x ✓ ✓ x ✓

Knowledge Distillation ✓ ✓ ✓ x ✓
Gossip Learning ✓ ✓ x ✓ x

Table 5.2: Comparison of techniques to adapt Deep Learning models to Edge
Intelligence devices

Most of the cited papers who implement an Edge Intelligence approach
focus on the middle levels of Figure 5.5, where the training is still carried
out at the Cloud and the inference starts to move to the network edge or
uses an edge-cloud collaborative approach. This fact is the result of numerous
researches to migrate the training and inference processes to the network edge
but this process/research has not been completed yet due to the restrictions
at the network edge such as low power consumption and reduced computing
capabilities.

Table 5.3 compares the papers that have been cited in section 5.4 of this
survey using the following comparing features: (1) the ML task, (2) the Edge
AI level, (3) whether the inference is carried out at the network edge, (4)
whether the training is carried out at the network edge and (5) whether the
inference is executed using a collaborative approach between the Cloud and
the Edge.

Table 5.3 shows the relation between the approaches described in this
section and the level of AI implementation at the network edge, according to
the categorization of Figure 5.5. As it can be observed, most of the current
researches can be classified as level 3 of the Edge AI categorization, since
they perform AI inference at the network edge while the training is performed
at the Cloud level. However, it is noteworthy that recent research lines are
emerging in attempt to increase the Edge AI level by trying to optimize the
hardware and software for the network edge which enables more complex DL
models to be executed or even trained at the network edge. The next section
focuses on the current hardware and software architectures for Edge AI that
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Shotton, J. (97) Classification 3 ✓ x x
Li, L. (100) Prediction 3 ✓ x x

Huang, Z. (59) Classification 3 ✓ x x
Gupta, C. (103) Prediction 3 ✓ x x
Mao, L. (106) Object Detection 3 ✓ – –
Yu, Q. (108) Classification 5 ✓ ✓ x

Chang, M. (95) General ML tasks 3-5 ✓ ✓ x
CHen, J. (94) General ML tasks 3-5 ✓ ✓ x
Lin, J. (112) Classification 4 ✓ x ✓

Chiliang, Z. (111) Classification 3 ✓ x x
Pan, S.J. (115) General ML tasks 3 ✓ x x
Chen, G. (116) Object Detection 3 ✓ x x
Zhang, T. (120) Computer Vision 3 ✓ x x
Hung, C.C. (121) Computer Vision 3 ✓ x x
Lample, G. (125) Natural Language Processing 1 x x ✓

Apple (123) Speech recognition 1 x x ✓
Yao, S. (128) Classification-Regression-Feature extraction 3 ✓ x x

Chen, T.C. (130) Classification - Authentication 1-3 – x –
Hou, X. (133) Object Detection 3 ✓ x x
Liu, L. (136) Object Detection 1 x x ✓
Ha, K.(137) Object Detection 1 x x ✓

Table 5.3: Comparison of Edge Intelligence proposals described in this section

cover these research lines.

5.5. Hardware and Software Architectures for Edge
Intelligence

In order to adequate AI models to be executed at the network edge, the
user has multiple options. One of these options is to adapt the algorithms
to the new paradigm of the network edge, explained in the previous section,
however there are also other options: Hardware and Software Architectures
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for Edge Intelligence.
These options can be implemented in a collaborative approach or indivi-

dually. An example of this is the implementation of DL models in the Google
Coral TPU, which will be further commented in Subsection 5.5.1.

Next subsections will study in depth the current hardware and software
architectures currently in the market or under research in order to help the
reader to understand the current research lines in this topic.

5.5.1. Hardware for Edge Intelligence development

New research lines about architectures to perform efficiently Edge AI
have been carried out recently. The goal of these researches is to develop
new architectures where it is possible to implement ML algorithms without
relying on the Cloud, or at least, to perform the maximum number of pro-
cesses at the network edge. These devices are referred by the term Edge AI
Processors (95; 110).

Using these architectures, some studies have proved the success of taking
into account the initialization process for the DNN weights as well as new
activation functions to ease and accelerate the training process at the network
edge (138). Speeding up this process enables the implementation of edge
devices based on the levels 5 and 6 of Figure 5.5, where the training and the
inference are carried out at the network edge. In case the devices are unable
to perform the training at the network edge, the devices would be at levels 3
to 4, where the training is executed under collaboration between the Cloud
and the Edge but the inference is carried out at the network edge.

A different approach for the same problem is trying to implement DNNs
in hardware, Neuromorphical Hardware (NH) (139; 95), instead of relying on
software tools for this task. This approach is possible due to recent advances
of CMOS and memristor technologies (140; 138), which enable the integra-
tion of fire neurons in a reduced size while maintaining a power efficient
consumption.

About the processing unit for these devices, there are numerous papers
comparing architectures for Edge AI Processors. Although some researchers
support the idea of using GPU, TPU, NPU or GPGPU to follow the archi-
tecture implemented in the current servers to run ML algorithms (141; 142),
others support the CPU as the main processing unit (69).

As (69) defends: "...the CPU will remain the workhorse for ML workloads
because it benefits from common software and programming frameworks that
have been built up over many years during the mobile compute revolution.
Additionally, it plays a vital role as mission control in more complex sys-
tems that leverage various accelerators via common and open software in-
terfaces. . . ”. When it comes to the diversity of programming languages, the
flexibility of the CPU can not be easily achieved by other architectures.
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Contrarily, GPUs are more complex processor units specialized in proces-
ses where high parallelization helps to reduce training and/or inference time
significantly, which are relevant features in DL algorithms. This architecture
splits the data in reduced batches that are processed in parallel, which can
only be done when we have all the data a priori. Otherwise, the data can not
be split in the necessary partitions to improve the performance of the system
based on a parallelization approach (141). However, this structure also im-
prove the performance of the devices when executing traditional algorithms
and processes where a single stream of operation is repeated on data due to
its Single Instruction Multiple Data (SIMD) architecture.

Another approach is the use of neural processing units (NPU). These
processors are specialized and hyper-efficient designed for specific DL tasks
(142). These specialized capabilities help to improve the performance of the
devices but come at the cost of losing flexibility, and obstructing the com-
munication among the nodes at the network edge.

Other architectures highly relevant for Edge AI are the Systolic Arrays
(SAs), which are used to accelerate the computation of matrix multiplica-
tions that are required in most ML algorithms. As a result of their improve-
ment regarding the performance of AI models at the network edge, numerous
authors research their integration in Edge Devices such as (143; 144; 145).

Tensor Processing Units (TPU), developed by Google I/O in 2016 (146),
are other processing units designed to work with Tensorflow and TensorFlow
Lite frameworks. They are AI accelerators for automatic learning tasks, such
as DL, which are tailored for larger volumes of calculations of reduced preci-
sion based on the previously commented SAs. These devices can run state-of-
the-art DNNs such as MobileNet V2 at almost 400 FPS while maintaining
a reduced power consumption. Other AI accelerators are emerging in the
market as a response to this device (147).

Following these lines of work, there are some Edge AI devices currently
in the market which accelerate the DL processed by hardware.

Neuroshield (148). This device is a platform/shield to add DL capa-
bilities to low-resource devices such as Arduino or Raspberry Pi. This
shield provides a software tool to configure the training and inferring
processes at the network edge by using its 576 neurons based on a radial
basic function for classification. As explained before, the limitations of
this device fall on flexibility.

Google Coral Edge TPU (149). This device is based on the integra-
tion of a TPU co-processor to execute the computations with tensors.
Apart from this TPU specific to process tensor-based operations, the
device include a CPU and GPU to execute operations that are not
supported by the TPU. Thanks to the programming language used for
this device, TensorFlow Lite, it is possible to configure the structure
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of the network as well as its parameters. This enables high flexibility
while maintaining a successful performance.

Nvidia Jetson Nano (147). This device, as the Google TPU, is based
on the integration of a co-processor, in this case, a GPU that enables
fast computation for ML algorithms due to its parallelization capabi-
lities.

Intel Movidius (150). It is a hardware accelerator for DNN inference
at the network edge to achieve real-time responses without relying
on external devices or services like Cloud Computing. This device is
based on a very long instruction words (VLIW) architecture that uses
multiple register files in order to operate on a relatively big set of values
at once. As a result of this, the latency of the system may be highly
reduced.

SparkFun Edge (151). This device, developed by Google, is designed
for real-time audio processing. Its goal is to detect keywords in the
speech by inference processes. It includes two built-in microphones, an
accelerometer and a camera connector among other connectors. The
software tool Apollo3 can be used in collaboration with this device to
ease the AI application building.

BeagleBone AI. It is a board to develop ML and computer vision
applications powered by an SoC - TI AM5729 dual-core Cortex-A15
processor. It integrates four embedded vision engine cores supported
by a Texas Instrument ML module (152). It can used for segmentation,
classification and detection tasks.

SmartEdge Agile and Branium. The SmartEdge Agile (153) in
collaboration with the Branium (154) software enables the deployment
of AI models in low-resource devices at the network edge.

ECM3531 (155). It is a high-efficiency ASIC based on ARM Cortex-
M3 and NXP Coolflux DSP processors designed for ML applications.
The processor of this ASIC is called Tensai and it can execute Tensor-
FLow and Caffe frameworks.

Smart-Edge-CoCaCo. This new algorithm, CoCaCo algorithm, in
collaboration with the edge device proposed by (45) can be used as a
system for the optimization of the computation, data gathering and
communication processes at the network edge. It is based on the colla-
boration of the Cloud and the Edge using a collaborative filter catching
model which obtains low latency. In the paper (45), this technique is
also tested and obtains lower latency than relying on the traditional
Cloud Computing approach with increasing computations and concu-
rrent users.



5.5. Hardware and Software Architectures for Edge Intelligence 67

MediaTek Solution. This architecture, proposed by (156), is based
on an AI processing unit (APU), which is 55 times more power-efficient
than average CPU and GPU. It includes a global buffer to share data
among the different processors integrated into this architecture while a
direct link is implemented to connect the peripherals with the system.
This architecture has been proven to reduce the DRAM bandwidth as
well as the energy consumption while improving the performance.

In contrast with the previously studied devices, a different approach
is a software-defined chip. These devices, which can be based on Field-
programmable gate array (FPGA) (157) or System on Chip (PSOC) (95;
158), can modify their internal connections to reconfigure themselves in or-
der to fit the code.

Therefore, these devices can provide more flexibility than hardware defi-
ned static structures, allowing them to switch among different tasks during
the execution process of ML algorithms. Apart from flexibility, these devices
include low-power consumption and high performance capabilities to fit the
network edge (157; 158). Multiple authors are researching the integration of
these devices at the network edge by codifying the AI algorithms structure
in the hardware (159; 160), leading to a fast execution of the algorithms that
can achieve a latency of 390-433 giga operations per second, as the Mutilayer
Perceptron (MLP) model proposed by Michaela B. e al. (159). At the same
time, these devices efficiently manage the energy consumption by removing
non relevant processes. Consequently, low energy is required to executed a
model, as shown in (159) where the required energy per frame was 2.5 - 11 W
to achieve an accuracy between 75 % and 99 % depending on the platform.
The complexity of this hardware approach falls on the difficulty to codify in
hardware all the emerging AI algorithms.

An example of this technology is the Thinker AI chip of Tsinghua Univer-
sity’s Microelectronics Institute (157; 158). This chip can support numerous
AI algorithms by its reconfigurable architecture via software. It has been tes-
ted with algorithms like CNNs and RNNs algorithms, obtaining successful
results.

The techniques this device uses for being reconfigurable are (157; 158):

Memory bandwidth reconfigurable: the distribution of the me-
mory will be done according to the bandwidth to improve the energy
efficiency and latency.

Bit-width reconfigurable: it supports 16 and 8 bit-width, where
computing accuracy is improved in 16 bit-width and speed is improved
in 8 bit-width. Switching between these working methods, it can adapt
to the problem it has in each moment.
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Computing array reconfiguration: depending on the function or
basic operators needed in each moment, its interconnected parallel
computing units can adapt their functions to highly performance the
executed task.

FPGA can also be used for this purpose as shown by (161). They use
an FPGA which has high performance, low-power consumption and small
size for the implementation of a DL predictor. Data access was optimized
as well as the pipeline structure. After the development of the system, they
compared it with a Core 2 CPU 2.3 GHz and the results proved that the
FPGA could achieve 30 times its speed (on average). FPGAs are an alterna-
tive to GPUs due to their capabilities for pipeline parallelism and reduced
energy consumption, giving them a unique advantage over other processing
units for DL (162). In the paper (163), another DL system based on FPGA
is presented for CNN acceleration for Image-Net large-scale image classifi-
cation. Some of the previously commented techniques, such as quantization,
were used in this system and only 0.4 % accuracy loss was introduced for
the very deep neural network models when using 8/4-bit quantization at
the same time the results of this DNN significantly outperformed previous
approaches.

In Table 5.4, there is a comparison of the previous Edge Intelligence
devices where the parameters to compare are (1) the RAM memory, (2) the
processing unit integrated, (3) whether there is a specific software for DNN
development, (4) whether the system is for general purpose and (5) whether
the device includes hardware programmability capabilities.

As shown in Table 5.4, there are heterogeneous devices for Edge AI and
some of the emerging ones do not provide all the data to fulfill this table.
Nevertheless, it is possible to compare their most relevant features.

There are two main groups among the previous Edge AI devices, the
devices with large RAM memory, such as Coral Edge TPU and Jetson nano,
and the devices which use techniques to optimize the memory consumption
based on specific software that has been designed for the devices, as the
SmartEdge Agile and Branium. Another architectures, such as FPGAs, try
to optimize the memory consumption by sharing parameters to reduce the
quantity of values to store in the memory of the device. Therefore, they do
not require a large amount of memory. The goal of both approaches is the
same, fit the DNN to the resources of the devices, however one approach
is based on increasing the resources while the other reduces the required
resources.

The majority of these devices are for general purpose tasks and inclu-
des specific software constraints for DL. The software constraints must be
understood as a limitation of DL libraries that can be implemented in the
system, such as TensorFlow Lite for Coral Edge TPU. This is understan-
dable since each provider develops a specific framework to optimized the
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Neuroshield (148) – NM500 Yes No No
Coral Edge TPU (149) 1 GB NXP iMXM+GC7000 GPU+TPU Yes Yes No

Jetson Nano (147) 4 GB Quad core Cortex-A57+GPU Yes Yes No
Intel Movidius (150) 1 GB Myriad 2 VPU Yes No No
SparkFun Edge (151) 384KB ARM Cortex-M4F Yes Yes No

BeagleBone (152) 1 GB Cortex-A15+Sitara AM5729 Yes Yes No
Agile-Branium (153; 154) – Smartedge Agile Yes Yes No

ECM3531
(155) – ARM Cortex-M3 Yes Yes NoNXP Coolflux DSP

SE-CoCaCo
(45) – Hao et al. (45) Yes Yes Noarchitecture

MediaTek (156) – APu+CPU+GPU Yes Yes No
Thinker AI
(157; 158) – 2x16x16 reconfigurable No Yes Yesheterogeneous PE arrays

FPGA (161) – FPGA No Yes Yes
CNN-FPGA (163) – FPGA No No Yes

Table 5.4: Comparison of Edge Intelligence devices

implementation of ML models on their platforms. However, this is only pos-
sible when a company/research center works on both, hardware and software
frameworks for ML. As a result, it is also possible to find hardware frame-
works that accept multiple software frames, such as the platform developed
by (161) and the CNN-FPGA by (163).

The processing units used in the Edge AI platforms are heterogeneous as
well as the existence of a co-processor unit in the device. A relevant feature
only a few of them incorporate is the capability to reconfigure the hardware
to adapt to new applications, such as Thinker AI or the FPGA developed
by (161).

5.5.2. Software for Edge Intelligence development

While the selection of the processing unit architecture is one of the key
factors, the software tools for developing Edge AI must also be taken into
account to control the resource accesses as well as the optimization of the
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ML algorithms. Following this line of work, some ML frameworks have been
adapted to the limitations at the network edge to create new versions of
those frameworks and/or develop completely new frameworks (35):

CMSIS-NN kernels. ARM Cortex-M microcontrollers are being re-
searched to integrate them in edge devices by being used in colla-
boration with the CMSIS-NN kernels, which are efficient neural net-
work kernels designed for these microcontrollers to minimize the me-
mory footprint (164). Therefore, it is possible to implement ML in
low-resource devices at the network edge while maintaining a state-of-
the-art performance with low-energy consumption (82).

DeepMon. It is a software tool that optimizes the processing of CNN
layers by studying the similarity among consecutive frames in the data
to reduce the inferring time. This approach inspires the idea of storing
the results of the CNN layers to optimize future computations which
accelerates the inferring process (165).

TensorFlow Lite. TensorFlow Lite is a lightweight implementation
of the Google’s framework for DL, TensorFlow (166; 167). This fra-
mework is designed to be implemented at the network edge in devices
with low resources without having to rely on Cloud computing. This
framework includes neural networks APIs to support hardware accele-
ration in order to improve its performance. Due to its configurations,
it enables parallel processes that fit in the context of a distributed net-
work at the network edge. Some researches have been carried out to
test its performance, obtaining successful results in edge devices like
smartphones (168)

MXNet. This framework for DNN was developed by Apache (169).
It is a scalable, lean, resource-efficient and open-source framework for
edge devices, which supports a distributed network implementation
and Cloud collaboration.

Caffe2Go. Caffe2Go is a variation of the Caffe framework developed
by Facebook to improve its flexibility and speed (170). A modular
approach was used in this framework to enable its use in collaboration
with the Caffe2 framework. It provides a direct way to implement DNN
in mobile devices at the network edge in order to compute data in real
time. It can run on Android as well as iOS without having to modify
the code depending on the OS. This framework has been integrated
into the Python IDLE PyTorch.

CoreML3. This framework was developed by Apple, thus can only
be implemented in iOS. It enables the addition of ML capabilities to
iOS applications and makes the use of ML algorithms possible in end
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devices without dedicated resources for these tasks such as dedicated
GPU for DL (171).

DeepCham.This framework was developed to deploy DL models on
mobile devices to recognize objects captured by the cameras of these
devices. It is designed to work in collaboration with edge devices in the
same network (172).

DeepThings. It is a framework to adapt existing DL models, specifi-
cally CNN models, for inference process. This framework implements
Fused Tile Partitioning in order to reduce the memory footprint of
the DL models, enabling its execution on edge devices. The develo-
pers of this framework tested it by deploying the DL model Yolov2 on
a low-resource device such as Raspberry Pi. In this experiment, the
DeepThings software in collaboration with a Raspberry Pi 3 Model B
devices provided scalable CNN inference speedups of 1.7×–3.5× on 2–6
edge devices with less than 23 MB memory each (173) .

DeepIoT. This framework, developed by (174), reduces DNN into
smaller dense matrices while maintaining the performance almost the
same. It reduces the redundant elements by finding the minimum num-
ber of filters and dimensions required for the application. In the paper
(174), it was proven this framework could reduce a DNN by a factor of
90 % leading to a time response decrease of 70 % as well as an energy
consumption decrease by a factor of 72.2 % to 95.7 %.

SparseSep. This framework, developed by (175), optimizes large DL
models for low-resource devices with reduced impact in the accuracy. In
the paper (175), it was tested on different devices such as ARM Cortex,
NVidia Tegra K1, and Qualcomm Snapdragon processors, reporting
an inference speed 13.3 times faster than the original DL models and
consuming 11.3 times less memory.

ML Kit. It is a mobile SDK framework developed by Google. It uses
Google’s APIs such as TensorFlow Lite to accomplish different ML
tasks (text recognition, image studying, etc.) (176). This framework
was tested on an iPhone smartphone, as a representation of an edge
device, for classification tasks among other DL common tasks, where
the inception v3 model achieved an accuracy of 78 % while occupying
95 MB with a latency of 90 ms and the mobilenet model achieved a
accuracy of 71 % with a memory consumption of 17 MB and latency
of 32 ms among other models (177).

AI2GO. This framework tunes DL models to be implemented on ed-
ge devices with low-resource specifications (178). Custom DL models
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generated with this framework for inference maintain state-of-the-art
performance obtained via traditional approaches (179).

AWS Greengrass. This framework (180), developed by Amazon, for
Edge Computing focuses on three key points: (a) using lambda fun-
ctions to response as fast as possible to IoT device requests, (b) using
ML models trained in Amazon cloud sites for machine learning infe-
rence and (c) using IoT core authentication engines to control the data
flow among nodes of the network.

Foghorn. The high performance, near real-time response and hete-
rogeneous applications of this framework fit better for a small range
edge environment. It reduces the memory consumption, enabling its
implementation in Edge AI devices with low-resource limitations. It
can store and process data to apply ML algorithms to current or his-
torical data collected by the sensors of the network. Simultaneously, it
includes managing capabilities to configure and control the end devices
of the network (181).

Azure IoT Edge. It is a platform of Microsoft that can be used to
offload large amounts of work from the cloud to the network edge. This
migration reduces the latency and adds reliability to work in offline
systems (182).

OpenEI. This framework, developed by (183), is an open-source light-
weight software platform to add intelligent processing and data sharing
capabilities to the network edge. This framework enables low-resource
devices from raspberry Pi to advanced AI devices to become an Edge
AI device while maintaining the accuracy of the state-of-the-art ML
models. This framework takes into account the restrictions of edge de-
vices such as energy consumption and reduced memory among others.

VideoEdge.This framework was developed to study video data (121).
This framework is design to enable to collaboration of multiple levels,
such as cloud and edge, during the inference process of the execution
of an AI model. The limitation of this framework falls in the fact it
does not include training capabilities at the same time it requires a
collaborative approach of the cloud and the edge for the inference.

AdaDeep. This framework combines multiple techniques in order to
optimize the DL models with the goal adapt them to the network edge
while maintaining their accuracy results as well as low latency (184).
To do this, this framework using Deep Reinforcement Learning to find
how to combine multiple optimization techniques for each specific DL
model taking into account the latency, energy consumption, accuracy
and memory consumption as parameters to optimize.
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Minerva. Similar to AdaDeep, this framework combines multiple op-
timization techniques in order to optimize a DL model based on the
final accuracy of the model, latency and energy consumption (185).
The techniques this framework uses are quantization and pruning.

Neurosurgeon. This framework is based on one the the previously
commented techniques to implement DNN at the network edge, the
Model Partition (186). This framework divides the DL model between
the edge device and a server. By doing this, the resource-requiring
layers of the model can be executed in a server with high resources.
This leads to an increase of the speed to calculate a result from a
model. At the same time, the energy consumption is taken into account
in this framework as a parameter to optimize. However, because of the
partition and its goal to implement part of the model on a server, this
technique cannot be used for all-on-device approaches.

JALAD. This framework optimized the DL models using the same
technique as Neurosurgeon, the model partition (187). However, this
framework study this optimization as an integer linear programming
(ILP) problem where it tries to minimize the latency during the infe-
rence process taking the accuracy of the model as a constrain during
the optimization. As in Neurosurgeon, because of the partition, this
framework is not suitable for all-on-device solutions since it requires to
distribute the model across multiple devices to speed up the inference
process.

FedAvg. This framework was designed to implement Federated Lear-
ning in order to train DL models at the network edge (188). It is based
on a model averaging, meaning each of the nodes of the network up-
dates their results for the weights to a server where these weights are
averaged and implemented as the final weight for the DL model. The
training carried out by each node is based on Stochastic Gradient Des-
cent (SGD).

GossipGrad. To solve the problem of the scalability of the GoSGD
(119), (189) developed GossipGraD . This technique reduces the com-
plexity of the communications between the nodes of the network and
execute the communications between nodes after a fixed number of ite-
rations to update the calculated weights. It also takes into account the
rotation of the nodes to communicate with to ease the communication
process. By applying these techniques, these framework prevent the
over-fitting during the training of the models.

PipeDream. This framework is based on the partition of the DL mo-
del during the training phase to distribute the process across multiple
nodes taking into account the resource of each node. By using this



74
Chapter 5. Edge Intelligence: Concepts, architectures, applications and future

directions

framework, the communication among nodes is reduced as well as the
resource are use efficiently (190).

These frameworks are compared in Table 5.5 based on the relevant featu-
res that are required or desirable in an Edge AI framework. The criteria used
for the comparison regarding technical aspects from the developer’s point of
view are: (1) whether it is possible to develop general purpose DNN with
the framework or if it only supports specific applications such as computer
vision or natural language processing, (2) whether they require a specific
edge device to be implemented in, (3) whether they are able to train a DNN
or they are meant exclusively for DNN deployment and (4) whether the fra-
mework optimizes the DNN to be implemented in low-resource devices at
the network edge.

Framework General Specific edge Training Optimization
purpose device of DNN

CMSIS-NN kernels (164) ✓ ✓ x ✓
Deep Mon (165) x x x ✓

TensorFlow Lite (166) ✓ x ✓ ✓
MXNet (169) ✓ x ✓ ✓

Caffee2Go (170) ✓ x x ✓
CoreML3 (171) ✓ ✓ – ✓

DeepCharm (172) x x x ✓
DeepThings (173) x x x ✓

DeepIoT (174) ✓ x x ✓
SparseSep (175) ✓ x x ✓
ML Kit (176) ✓ x – ✓
AI2GO (178) ✓ x x ✓

AWS Greengrass (180) ✓ x x ✓
Foghorn (181) ✓ x ✓ ✓

Azure IoT Edge (182) ✓ x ✓ ✓
OpenEI (183) ✓ x x ✓

VideoEdge (121) x x x x
AdaDeep (184) ✓ x x ✓
Minerva (185) ✓ x x ✓

Neurosurgeon (186) ✓ x x ✓
JALAD (187) ✓ x x ✓
FedAvg (188) ✓ x ✓ ✓

GossipGrad (119) ✓ x ✓ x
PipeDream (190) ✓ x ✓ x

Table 5.5: Comparison of Edge Intelligence Frameworks

Table 5.5 shows how most of the current Edge AI frameworks are de-
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veloped for inference at the network edge but only a few can execute the
training process (there was no information regarding this capability for ML
Kit and CoreML3 so a "symbol was included in the table to represent the
lack of information), such as MXNet and TensorFlow Lite. This reveals the
current status of Edge AI technology where the migration of the complete
DL process is still being researched. Therefore, most of the available frame-
works have not integrated training capabilities for the network edge yet due
to the complexity of execute this process with low resources in a time-critial
environment. At the same time, most of the frameworks can be implemen-
ted for heterogeneous applications as well as devices to fit the heterogeneous
environment found at the network edge, only two of the studied frameworks
require a specific hardware decive to be implemented in, such as CMISIS-NN
Kernels, where due to its development for an specific device lead to its low
compatibility with other architectures.

Therefore, even when numerous frameworks, as well as hardware archi-
tectures, for Edge Intelligence are being researched, this study shows how
most of them are designed for the low levels of the pyramid of the figure
5.5. As a result, the training process of the AI models at the network edge
is still a research line that needs to mature in order to lead to devices that
would be able to be implemented autonomously at the network edge without
depending on another system to carry out the training of the models.

Nevertheless, the abundance of ML frameworks for edge devices shows
how this is a relevant topic being research for numerous companies and re-
search centers. As a result, these frameworks are more completed each time,
adding new capabilities to fit the emerging techniques for ML models at the
network edge as it can be the distributed learning.

5.6. Challenges and Future directions

As stated in the previous sections of this survey, Edge-based ML is an
emerging research line that plays a relevant role in applications where low la-
tency as well as data privacy is required in collaboration with AI capabilities
for tasks such as classification or regression. This technique has proven to im-
prove current limitations of the Cloud Computing approach while providing
the benefits of the Edge Computing.

Besides the advances in Edge AI, there are a number of challenges that
must be attended in order to fully merge ML algorithms with the Edge
paradigm:

Heterogeneous data. As a result of integrating heterogeneous devi-
ces at the network edge (due to the increasing number of IoT sensors
and distributors), Edge AI works in a heterogeneous environment since
numerous architectures, type of sensors and companies are deploying
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their sensors at the network edge. This leads to a situation where the
data at the network edge, as well as the preprocessing techniques re-
quired for each sensor, may highly vary from application to application
(191; 94). In order to work with the data provided by these devices, ML
algorithms need to learn to fuse data with different features/structures
such as image, sound, and text among others.Multimodal deep learning
is an emerging research line used to extract relevant features from he-
terogeneous data (192; 193). This technique is one of the approaches to
face this limitation based on adapting the DL model to the problem.
Another approach to solve this problem may be preprocessing the da-
ta at the data source when possible to follow a standard structure. If
this challenge is not faced, even when the devices can execute accurate
AI models at the network edge, a specific device would be required to
study each data type. This would lead to new problems such as the
fast increase of devices required for a single task, which would not be
as efficient as studying all the possible data in a single device. At the
same time, this would lead to having to communicate the outputs of
all these models for a later fusion, increasing the overall latency of the
system and moving part of the process far away from the network edge.

Distributed ML algorithms is a current research line to accelerate
the training process of ML algorithms as well as to reduce the memory
required for this process. This challenge is originated in the increa-
sing complexity of the ML models developed for new applications as
well as the trend of designing models that will be retrained at the
user end during the life cycle of the system in order to improve the
system accuracy even after modifying the scenario/conditions. Resear-
chers are studying and testing some distributed learning algorithms for
edge applications to face this challenge. An example of these research
lines is the Federated Learning (114) where multiple DL models are
deployed at the network edge for the same task. However, the impact
of the heterogeneity of the data on the accuracy is still an open re-
search field (191; 94; 114). The impact of the model distribution on
the security-privacy of the data is also a topic that lead to new secure
communication protocols to ensure that even with this communication
between devices the data is still reliable and has not been access by
third parties during its transmission. Some protocols to achieve this
have been proposed in (194) or in (195) by using BlockChain.

Training DL models. Due to the resource requirements for the trai-
ning process, the cloud approach is used for this phase in most of the
cases as it has been indicated in Table 5.3, where only the two top level
execute the training at the network edge. Some attempts to migrate
both processes, the training and the inference processes, to the network
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edge have been made by using techniques such as pruning and quantiza-
tion to reduce the DL model size. These approaches, consequently, ac-
celerate the training and inference processes by reducing the number of
required calculations. However, the results often provide lower accuracy
than cloud training DL models. Training at the network edge is a com-
plex task due to the memory and computational constraints of the edge
but the interest to achieve this goal leads to emerging research lines
such as Edge AI frameworks (178; 176; 173; 172; 171; 170; 169; 166; 164)
and algorithms to accelerate the training. At the same time, this cha-
llenge is leading to new AI model structures such as Spiking Neural
Network (196), which promises a reduction of the energy consumed du-
ring the training and inference processes as well as an increase in the
speed. However, as other DL model architectures, this DNN cannot
be generalized for all applications so this research line is not the only
one that must be contemplated in the Edge AI paradigm. Another ap-
proach to face this challenge is the neuromorphic hardware, where the
connections between the neurons of the DL models are implemented in
hardware reduces the latency in, at least, one order of magnitude and
three orders of magnitude more energy-efficient (139). This leads to a
low latency during the training and inference processed at the network
edge.

Models accuracy. High accuracy is a requirement in most of the ML
applications, specially in some edge applications such as autonomous
driving or health care. Consequently, emerging research lines are wor-
king on this problem by developing new algorithms following the path
set by DL model pruning and quantization to implement state-of-the-
art models at the network edge maintaining their accurated results.
Another research line for this problem is the development of new DL
algorithms or structures which fit better the network edge. At the same
time, to achieve high accuracy, large specific datasets for new appli-
cations are required when using supervised learning techniques. Some
research lines are proposing solutions for this topic such as synthetic da-
taset creation (197; 198). On the other hand, to fit the low-labeled-data
edge applications, new approaches for the training of the ML models
are emerging. One of these approaches to achieve high accuracy in ap-
plications where the quantity of labeled data is highly reduced is using
Meta-learning approaches (199), where the model is trained in a large
dataset that shares the metadata or, at least, on a set of really similar
applications, defined as tasks. This technique enables a fast retraining
in a later step for the specific application while still maintaining its
accuracy.

Hierarchical structure. Some researchers are studying the possibi-
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lity of splitting ML processes into sub-processes which could be execu-
ted by different devices or even using varied approaches. A hierarchical
structure combining Edge, Fog and Cloud could be used to design a
structure with different levels where the computing power would in-
crease as the distance to the cloud decreases. Therefore, the structure
would include different computing power layers to process the data as
the closest level to the network edge. This paradigm, which is a current
open research line, maintains the advantages of Cloud Computing while
adding the benefits of the Edge Computing (43; 30; 44; 45).

Higher-level abstract decision making. Due to the fast changing
environment at the network edge due to emerging platforms, frame-
works and techniques, an approach where assemble itself given high
level instructions would be a stunning advance for the Edge Intelligen-
ce. This approach would follow the researches presented in (200; 201;
202; 203). As a result of applying this technique, the Edge Devices for
AI could be more flexible regarding data structure as well as applica-
tion since the user could configure the device based on some high-level
instructions without the need of specialized knowledge to design the AI
model. However, this technique creates challenges to achieving a robust
and trustworthy designs. Previous attempts to achieve this have face
numerous problems but (200) states that one possible reason is that
previous projects have not been able to find the correct high-level abs-
tractions, therefore more researches are required to achieve the desired
abstraction level.

After all the information gathered in this survey, it is highly appreciable
that emerging research lines are working to deploy ML models at the network
edge using multiple approaches from reducing the size of the state-of-the-art
models to create new models based of emerging techniques. However, most
of the current edge AI systems have not achieved the high levels of Edge AI,
as shown in Table 5.3, where most of the current researchers are working on
the level 3 of the Edge AI according to Figure 5.5. Nevertheless, emerging
techniques such as Spiking Neural Networks or neuromorphic hardware pro-
mise to change this as explained previously. As a result, numerous authors
are working on these research lines as well as processes to transfer the know-
ledge from complex DNN into simpler ones rather than using techniques such
as pruning or quantization. This may be due to the fact that removing low-
relevance parameters has reached its limit to reduce the size of the model
without incurring into high accuracy decreases.

As a result, it is possible to observe how the future trends for the Edge
AI are the deployment on hardware of complex systems, where the hardwa-
re implementation is the fact that improve the performance of the system,
and using emerging techniques to transfer the knowledge between DNN effi-



5.7. Conclusion 79

ciently. These trends need to be further researched in order to keep climbing
the levels of the Edge AI.

5.7. Conclusion

This survey provides a comprehensive overview of enabling technologies
for the Edge AI, focusing on new significant Edge AI frameworks and devices.

Recent advances in Edge Computing have been explained such as the new
hardware and software which have emerged during the last few years to face
the problems of Cloud Computing in the current situation. The relevance of
this technology has been demonstrated with diverse examples of applications
including autonomous driving, security solutions, IoT applications, location
awareness applications, and network management. The hardware advances
follow the line of incorporating new modules/layers which enable the para-
llelization of the processes. Meanwhile, the software research lines focus on
improving the data processing speed as well as improving the security of the
systems. These features have been compared in diverse tables for a deeper
understanding.

Later, new Edge AI devices have been commented to explain what advan-
tages they can bring to the current situation in diverse research lines such as
NLP, Computer Vision, IoT and VR. Following the line of the research made
about Edge Computing, the current Edge AI devices and frameworks have
been explained based on their relevant features for a posterior comparison.
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Abstract: Data acquisition and treatment are key issues for any
Deep Learning (DL) technique, especially in computer vision tasks. A
big effort must be done for the creation of labeled datasets, due to
the time this task requires and its complexity in cases where different
sensors must be used. This is the case of radar imaging applications,
where radar data are difficult to analyze and must be labeled manually.
In this paper, a semi-automatic framework to generate labels for range
Doppler maps (radar images) is proposed. This technique is based on
a sensor fusion approach with radar and camera sensors. The proposed
scheme operates in two steps: The first step is the environment featu-
res extraction, in which the radar data is preprocessed and filtered to
remove ghost targets and detect clusters, and camera data are used to
extract the information of the targets. In the second step, a rule-based
system that considers the extracted features fuses the information to
generate labels for the radar data. By using the proposed framework,
the experimentation performed suggests that the time required to la-
bel the data is reduced as well as the possibility of human error during
the labeling task. Our results show that the proposed technique can
improve the final model accuracy with regards the traditional labeling
method, carried out by human experts.

Keywords: Sensor Fusion, Machine Learning algorithms, Deep Lear-
ning, radar, auto-labeling system.

6.1. Introduction

In recent years, radar imaging techniques have been proven to provide
high performance results when used for classification tasks in autonomous
driving (1)(2), object detection (3)(4) and activity recognition (5)(6). Re-
searchers have also studied the integration of Machine Learning (ML) tech-
niques for the radar signal preprocessing (5) as well as the previously com-
mented tasks (3)(2)(6) to achieve high performance results. However, large
application-specific datasets are required when training Deep Learning (DL)
models for these purposes using a supervised approach.

The creation of new datasets is a current problem due to the required
time to gather the data and, especially, to correctly label the data. In order to
solve this problem, new training approaches are been researched to avoid the
labeling step of the dataset. An example of this is the use of Reinforcement
Learning (7)(8), where the DL model is trained without a dataset itself but in
a simulated environment. Even when these techniques are being researched,
a large set of applications still use supervised training (9)(10). Therefore,
labeled datasets are still required for new applications.

In recent approaches, some authors have studied the implementation of
ML techniques to label the datasets automatically. These techniques aim
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to reduce the human errors in the labeling process as well as the time re-
quired for this task. Some examples of these techniques are proposed in
(11)(12)(13)(14)(15), which are deeply analyzed in Section 2. Some of the-
se techniques are based on a Sensor Fusion approach such as (1). These
Sensor Fusion techniques can be divided into Early Fusion and Late Fusion
pipelines. The Early Fusion approach combines the data with a low level of
preprocessing to generate new raw data that can be later studied as a single
input. The Early Fusion can also be used to extract the final information
from the initial raw data from multiple sensors. This technique is beneficial
when the data can be merged easily due to similarities in the format or the
features. The issues of this technique fall into the restriction of using data
with similar formats or implementing complex algorithms to overcome these
differences as in (1). On the other hand, the Late Fusion combines the data
at a later step after a deeper preprocessing of the data. This approach can
be used to efficiently study each data separately to determine what features
can be useful before the merging step. This leads to a further preprocessing
that can be optimized for each data type. At the same time, the complexity
of the fusing algorithm can be reduced.

Conventionally, manually labeling radar data is performed frame by fra-
me. The efficiency of this process is limited due to the fact that a ground
truth must be provided for each radar image. At the same time, it is possible
to incur in human errors during the execution of this task, mainly as misin-
terpretation of the data. This is a result of the complexity and non-intuitive
visualization of the radar data.

The developed framework in this paper aims to help during the dataset
creation using a Late Sensor Fusion pipeline. This pipeline, based on DL mo-
dels as well as traditional approaches, merges relevant features from input
data after an individual preprocessing. These specific preprocessing techni-
ques are optimized to extract accurate and relevant information from the
camera and radar sensors. The developed framework aims to generate labels
for the studied dataset. By applying this pipeline, the possibility of incurring
in human error is reduced, and also the required time to study new data, as
shown in the experiments in Section 4.

As a secondary objective, we study the implementation of the resulting
DL models in edge devices with low hardware resources. For this reason,
different Deep Learning frameworks have been researched as well as the me-
mory allocation of the data. The experimental section discusses performance
both in accuracy and time, respectively.

The remaining of the manuscript is organized as follows: Section 2 focuses
on related works to the addressed problem. In Section 3, the Sensor Fusion
pipeline is described for a deep understanding of the label creation process.
After that, Section 4 will focus on the experiment where this framework has
been applied, and finally Section 5 concludes.
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6.2. Related Works

The use of radar sensors for classification tasks is increasing its popula-
rity. This enables a system to recognize its environment (1)(3)(4)(2) without
having to deal with privacy concerns as it happens when using camera da-
ta. However, this leads to a requirement of large specific labeled datasets for
each application (when using AI models that required a supervised training).
The creation of labeled datasets is a bottleneck in the ML model creation
due to the time required for its creation as well as the possibility to incur
human errors during the labeling process. As a result, numerous researchers
are working on this field.

An example of this approach is the object detection based on the fusion
of these sensors researched by F. Nobis et al. (1). This Early Fusion approach
is based on the data fusion using an Artificial Neural Network (ANN). The
raw data from the camera sensor and the low-preprocessed radar data are
used as inputs of the ANN that execute the fusion and classification pro-
cess. At the same time the system studies at what point the fusing process
should be executed to obtain the best classification results. In this technique,
the radar data is used as reinforcement, as 2D points, for the camera image
in the ANN. This technique proved its utility in environments where the
camera data are corrupted or they do not provide enough information, for
example in dark environments or with extreme weather conditions such as
rain. The accuracy provided with this approach exceeds the state-of-the-art
results obtained only with camera data in the NuScenes dataset as well as
the Technical University of Munich (TUM) dataset. The limitation of this
technique relies in the complex structure of the Deep Neural Network (DNN)
designed for the fusion tasks. However, due to the study of multiple frames,
this technique can achieve state-of-the-art results. The accuracy of this algo-
rithm is further compared with the proposed framework in Subsection 4.4.
where it is presented how our tool achieves a 24.556 % higher accuracy when
studying single frames.

Teck-Yian Lim et al. (16) proposed a similar pipeline of (1)to the pre-
viously commented. Their proposed pipeline of Early Fusion to combine ra-
dar and camera information for target detection is based on an ANN. This
ANN has an input for the radar data and another one for the camera data.
Therefore, the data can be studied independently in a first step to extract
high level features before merging them. The main difference of this techni-
que respect (1) is the data type used. They use range-azimuth radar images
instead of 2D points. This approach allows the system to employ feature
pyramid network structures. Since there are no public datasets with this ra-
dar data, they built their own dataset to evaluate their technique, achieving
a 73.5 %. Their low accuracy in comparison with other techniques may be
due to the Early Fusion approach followed. This limits the evaluation of the
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preprocessing of the data before the fusion step, what can lead to efficiency
problems when extracting the features. At the same time, the proposed pi-
peline contains 2 Single Shot Detectors. As a result, the complexity of the
algorithm is higher than our proposed pipeline.

Z. Ji et al. (17) proposed a method to locate and classify objects based on
radar and camera sensors. This method can be divided in two steps: In the
first step, the data are preprocessed to extract the possible target location
from the radar data using a Kalman filter and, in the second step, these
possible points are projected into the camera plane to locate the relevant
areas of the camera image to study. Later, these areas of the camera images
are analyzed using a Multilayer In-place Learning Network to classify the
objects into a set of known categories. The overall accuracy obtained with
this method is 96.8 % in the dataset studied in the paper which contains
400 images. Because of the pipeline of this method, the time required to
classify all the objects depends on the number of objects due to the fact
that each target is fed into the DNN individually in a loop approach. This
loop approach may lead to high latency in environments with high density
of targets in contrast with other techniques such as Single Shoot Detection
(SSD) or Faster R-CNN where the whole image is studied at the same time
by the DNN.

J. Kocic et al. (18) shows a pipeline for sensor fusion in the field of
autonomous driving. The presented pipeline has three steps. In the first step,
the data collected by multiple sensors is preprocessed to represent the same
environment: LiDAR and radar generate 3D point clouds and the camera
provides RGB images. These two types of data are fed into two different
DNNs, one for the 3D points and one for the RGB image to generate labels
for the objects in the environment separately. These labels are later fed
into another DNN to execute a high-level fusion. Apart from localization,
the results from the high-level fusion can be used to generate an occupancy
grid surround the ego vehicle. The benefits of this structure lie on the fact
it avoids lossy input predictions while using simple DNNs already used in
other applications. At the same time, these factors are also the limitations
for this method. Because of integrating multiple DNN in the same system,
the resource requirements of this approach are higher than other techniques
developed in previously commented papers as well as the technique explain
in our paper. These multiple DNNs may also lead to high latency even when
the paper does not research the output frame rate this pipeline can generate.

X. Zhang et al. (19) follows a similar approach to the previous authors.
They propose a Late Sensor Fusion pipeline where a millimeter-wave radar is
used to extract the position and the speed of the obstacles. The data of the
location of the obstacles is used to generate a region of interest for a deeper
study in the data collected by a camera sensor, where Machine Learning
techniques are applied to extract reliable 3D bounding boxes for the objects
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and track them. The results obtained with this technique are the 91.6 % of
accuracy on dataset used for their experiment. Because of its similarities, the
limitations of this technique lie in the same facts as the techniques presented
by J. Kocic et al. (18) and Z. Ji et al. (17).

The system proposed in (2) also uses radar data to classify and locate
objects. The technique applied to study the data in this paper is based on the
intensity and decayed spectrum. The approach used in that paper is based
on a DNN following a traditional approach to create an Object Detector
where first the clusters, based on range-azimuth intensity map, are located
before been fed into a Convolutional Neural Network (CNN) to classify them.
The paper proves how this approach can achieve state-of-the-art accuracy
for the object classification without depending on any other sensor due to
the fact that they achieve an accuracy of 65.30 % at an initial frame, being
later further improved with accumulated frames. Our technique can provide
results on real time with higher accuracy due to the use of Range Doppler
Maps (RDM) images instead of the range-azimuth intensity map followed by
the authors of this paper.

Focus on the autolabeling process, as in our paper, T. Winterling et al.
(11) proposed a technique based on a CNN to automatically generate labels
for occupancy grid maps generated from radar data. In (11), the initial data
is preprocessed to obtain an occupancy grid where each cell contains the
information of the probability of an object being at that position. These
maps are fed into a CNN where the author had to manually label a set of
data in each iteration to improve the accuracy achieved. Therefore, this is
an iterative process that still requires human interaction during the labeling
process to manually label the unsure data of the dataset, in contrast with
the proposed framework in our paper.

The problem presented in the previous paper was also researched by M.
Di Cicco et al. (13). In their manuscript, the authors explained how the
creation of labeled datasets for Deep Learning is extremely time consuming
due to the volume of data require as well as the complexity to label correctly
each frame. As a result, they proposed a technique to create datasets for new
applications in the agriculture field based on synthetic data creation. The
dataset created with this technique proved its quality by training a DNN
using this dataset and studying its final accuracy over a manually labeled
dataset. This technique, even when it reduces the human effort and time to
create the dataset, does not target the problem researched in our paper due
to the fact that it use synthetic data instead of automatizing the labeling
process as we have researched in our paper.

M. Suchi et al. (14) also proposed a technique to create a semi-automatic
labeled datasets of RGB images at pixel level. During the dataset creation,
their tool requires data from a depth sensor apart from the RGB images.
The followed approach is based on comparing the distance of each 3D point
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with the neighbors points by exploiting spatial shifts in the depth data to
determine if it belong to an object. To overcome the problems due to the
variation of the distance of the objects respect the recording system, they
include a preprocessing to adapt the system to the range of the target. This
approach is similar to our technique in the sense it is based on a sensor fusion
paradigm for the label creation. However, since we are targeting radar data,
this technique cannot be used due to the fact that we are missing the data
that a depth sensor could provide to accurately differentiate targets that are
near each other.

Following the idea of combining data from multiple sources as in the
previous technique, Gabriel M. et al. (15) developed an approach to auto-
matically create datasets of audio, lyrics and notes. Their technique is based
on karaoke user data that contains annotations of time-aligned lyrics and
notes. In a later step, this data is compared with audio candidates from the
web to select the best candidate using a CNN. In the last step, a teacher-
student paradigm is applied to improve the results obtained with this DL
model.

Pursuing an implementation without using Deep Learning techniques,
J. Tang et al. (12) researched the auto-labeling of images for image clas-
sification. They compared different algorithms for the labeling process on
multiple datasets in order to establish the benefits from each technique. The
techniques researched include techniques such as CSD-Prop, SvdCos, and
CSD-SVM. Among the researched techniques, the CSD-SVM provided the
best results taking into account the quantity of prior information required
by the system. This technique labeled correctly 767 images out of the 4500
images in the Corel dataset (20) while the CSD-Prop and SvdCos labeled 577
and 349 images respectively. However, the number of correct labels does not
achieve a large enough volume to be implemented as an automatic labeling
system for the creation of labeled datasets.

After showing the most relevant research papers that justify our research,
we can see that some of these papers explain how the use of radar in collabo-
ration with ML techniques for object detection is an emerging research line.
The accuracy as well as latency results of these techniques can still be further
improved. This has led us to develop the semi-automatic labeling framework.
In order to improve the previously explained techniques, some of the stages
of the pipeline of our framework have been optimized to improve the latency
as well as the memory consumption. At the same time, it is possible to see
how previous automatic labeling techniques have not being able to create
an accurate and efficient process in contrast with our proposed framework
since their accuracy is not high enough (12) or they do not directly face the
problem of labeling the data (13).

The approach proposed in our paper is based in an DNN to extract
relevant features for the camera data. The later data fusion, at object level,
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is based on rule-based system approach using the cluster Angle of Arrival
(AoA) and distance of the targets from each sensor to match the targets
from both sensors. As a result, high accuracy is achieved in our dataset
while maintaining low latency.

The proposed preprocessing method, as well as the Sensor Fusion ap-
proach, will be explained in detail in the following section.

6.3. Sensor Fusion pipeline

This section describes the preprocessing techniques applied in the propo-
sed framework to reduce the noise and reconstruct missing data. At the same
time, this preprocessing extract high-level features to be fused in a later step.
We remark that our final target application is self-autonomous driving and,
more specifically, object recognition and localization.

The Sensor Fusion pipeline for the proposed autolabeling framework in
this paper consists of two main modules: data preprocessing and data fusion.
These modules can be subdivided depending on the source data sensor, as
shown in the Figure 6.1.

Figure 6.1: Sensor Fusion pipeline.

This pipeline follows a natural information flow from raw data to feature
extraction and a final step where these high-level features are fused to obtain
the final data. The final data, extracted using this pipeline, is the information
about the classification of the clusters from the RDM image, a bounding box
estimation, the AoA and the presence of multiple objects in the cluster.

In order to extract relevant features, the data from both sensors is pre-
processed separately due to the differences in their features/structures. As
a result of this, a specific preprocessing pipeline is designed for each data
type. The preprocessing of the radar data is based on a traditional signal
preprocessing pipeline. The raw radar data is converted into a new format,
RDM, where the relevant features can be extracted more efficiently. This
is followed by a filtering step to reduce the noise. On the other hand, the
camera data preprocessing is based on computer vision techniques, specifi-
cally DNN. DNN were chosen due to their high accuracy results achieved for
computer vision in the literature. These preprocessing techniques are further
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explained in the next two subsections for a deeper understanding.

6.3.1. Radar data preprocessing

A Multiple-input-multiple-output (MIMO) frequency modulated conti-
nuous wave (FMCW) radar with four channels is used. The number of chan-
nels can be further increased by applying virtual array concept with a cost
of lower frame rate. Calibration was applied to correct the AoA estimation
errors after adding a radar random. The sampling rate, frame size, chirp
bandwidth and chirp time are properly selected to ensure a good resolution
within our region of interest.

In order to fuse the information from the radar data and the camera data,
the object is first detected and located in the radar RDM data to reduce the
data dimension. This technique transforms the time domain ADC signals to
RDM images, where the information about the distance and speed of the
targets is maintained. A Constant False Alarm Rate (CFAR) filter is then
applied to the RDM image for target detection (21)(22). This pipeline is
presented in Figure 6.2.

Figure 6.2: Radar data processing pipeline.

The CFAR technique compares each bin of the RDM with its surroun-
ding ones, setting a maximum range called training cells without including
a subset of this set called guard cells. This filter is used to estimate the pre-
sence of a real target within the bin under test. There are training bins near
the bin under test to compute the noise floor. Immediately adjacent bins
to the bin under test are considered as guard bins and are ignored so that
the possible leaked signals do not contribute to the noise floor computation.
A bin is declared to contain an object when its value is greater than the
scaled noise floor. With CFAR, the computed noise floor acts as a dynamic
threshold instead of a fixed threshold value.

In Figure 6.2, the CFAR filtering has been divided into the two sub-
processed required for its implementation: dynamic threshold selection and
filtering the points whose value is under the threshold. This dynamic th-
reshold is calculated using (6.1), where m and n are the horizontal and
vertical number of training cells and m̂ and n̂ are the guard cells range
horizontally and vertically.
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Ti = (
∑
i

∑
j

cij)/(4(mn− m̂n̂))

i ∈ [−m,−m̂] ∪ [m̂,m]

j ∈ [−n,−n̂] ∪ [n̂, n]

(6.1)

At this point, it is possible to extract clusters of real targets from the
RDM images with high accuracy. An adaptive threshold technique has been
used to determine the limits of the clusters. For each of the proposed clusters,
a proportional threshold to its maximum value is generated. This threshold
can be divided into speed threshold and range threshold to study the vertical
and horizontal bins respectively. A later algorithm will use these thresholds
to study the surrounding points of each cluster to determine the associated
bounding box of each object. Therefore, the detection of a target is indepen-
dent of target size (due to the precision of the radar sensor, real target size
or distance to the object) in the RDM image.

It is important to understand that the white horizontal central line in the
RDM images, as shown in Figure 6.3, represents the static objects captured
by the radar sensor. In this representation, when multiple targets are static,
they generate a line in the no speed area (the center line) that must be
ignored since they cannot be separated for a proper classification.

Figure 6.3: RDM frame example.

These detected clusters will be later used in the fusing process with the
targets located in the camera data to extract the label data expected from
this framework.

6.3.2. Camera data preprocessing

The data recorded from the camera will be fed into a DL object detector
to extract the classification, AoA and location of the targets in each frame
as it is presented in Figure 6.4.
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Figure 6.4: Camera data processing pipeline.

The SSD structure (23) has been chosen due to its capabilities to enable
real-time detection in comparison with other state-of-the-art structures such
as Faster R-CNN (24). SSD structure speeds up the processing of the data by
removing the region proposal network present in other structures. To recover
from the accuracy drop due to this, SSD applies techniques such as multi-
scale features and default boxes. These improvements increase its accuracy to
match the Faster R-CNN’s accuracy while using lower resolution images. As
a result, the size of this model as well as the resource requirements to execute
it are reduced in comparison with other DL models for object detection.

The loss function of the model consists of two terms, the localization loss
and the confidence loss. The first loss is the loss related to the position of
the bounding box of the detected targets, penalizing only predictions from
positive matches. The equations of this loss metric are (6.2), (6.3), (6.4),
(6.5) and (6.6). Localization loss is the loss during the prediction of the
target classification, which is calculated using (6.7) and (6.8). These two loss
functions are later combined in a general one by (6.9) to communicate the
loss of the DNN in a single parameter.

Lloc(x, l, g) =

N∑
i∈Pos

∑
m∈(cx,cy,w,h)

xkijsmoothL1(l
m
i − ĝmj ) (6.2)

ĝcxj = (gcxj − dcxi )/dwi (6.3)

ĝcyj = (gcyj − dcyi )/dhi (6.4)

ĝwj = log(
gwj
dwi

) (6.5)

ĝhj = log(
ghj

dhi
) (6.6)

Lconf (x, c) = −
N∑

i∈Pos

xpijlog(ĉ
p
i −

∑
i∈Neg

log(ĉ0i ) (6.7)

ĉpi =
exp(cpi )∑
p exp(c

p
i )

(6.8)
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L(x, l, g) =
1

N
(Lconf (x, c) + αLloc(x, l, g)) (6.9)

Where N indicates the number of matches default boxes, l represents the
predicted boxes, g the ground truth boxes, x the coordinates of the bounding
boxes and c the classes confidences. These parameters also include the offset
for the center points (cx, cy), the width of the box (w) and its height (h).

The object detector was built based on public pre-trained models avai-
lable in multiple DL libraries such as MXNet (25) or TensorFlow Lite (26).
These DL framework were designed by different companies but they share
the same goal, to reduce the resource requirements during the training and
inference phases. In this paper we will not aim to train the DL model at the
network edge. Nevertheless, these frameworks increase the efficiency of the
inference process and reduce the model size.

The pre-trained DL model was used to extract a first iteration of the
labels from a reduced number of frames from the camera data. These labels
needed to be filtered in order to remove not relevant classes as well as adding
new classes. After this step, the new labels are used to train a new DL model
for object detection using transfer learning. This technique was used due to
the reduced dimension of the new dataset. This new model will be used
to generate labels from more frames, increasing the number of samples in
our specific dataset as shown in Figure 6.5. This iterative process can lead
to exponential errors if the labels are not correct. Therefore, an inspection
of the new data will be executed after the first re-training phases, which
are the most critical. This ensures the correct application of this approach.
The iterative process will finish once the dimensions of the dataset are large
enough to ensure an accuracy of the model over 90 % in the data of our
experiment.

Figure 6.5: Dataset creation.

After training our object detector, labels from the camera data can be
generated automatically. These labels may not be relevant for the sensor
fusion, due to the fact that the camera may see objects which are not in the
range of the radar or they are not relevant for the sensor fusion. As a result,
these labels need to be preprocessed to remove non relevant targets before
the data fusion stage.
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Once the localization of the targets is extracted, it is possible to estimate
the angle of arrival of those objects based on their coordinates. The resolution
of the camera images plays a key role in this process since it is directly
proportional to the precision of the AoA estimation in the camera data.
This process is based on assuming an AoA of 0° for targets located in the
center of the image and it increases as the targets moves to the right side of
the camera frame, as the AoA extracted from the radar data.

In order to ensure the correct measurement of this parameter, these values
have been calibrated with the AoA from the radar data. At the same time,
the distance of the targets to the camera sensor can be extracted after a
calibration based on the specific scenario. As a result of this, the X and
Y coordinates of the targets in the camera data can be transformed into
distance and AoA measurements. These features will be used for the data
fusion process further explained in the next subsection.

6.3.3. Data Fusion

The previous preprocessing techniques provide relevant features from the
raw camera and radar data. These features are shown in Table 6.1.

Features
Radar sensor Cluster AoA in radar Speed Distance

Camera sensor Classification AoA in camera Localization Target groups

Table 6.1: Features extracted from each sensor data.

Before fusing the data, a correct synchronization of the data from both
sensors is crucial. To enable this, timestamps have being added to the data
during the recording phase. However, the frame rate of both sensors may not
be the same. Therefore, the sensor with the highest latency will be used as
the standard latency of the system during the synchronization. A possible
delay in the timestamps between the sensors has been taking into account
during the synchronization step. Therefore, the data will be matched with
the nearest data in the time domain.

The labeling process is triggered when a target is detected in the camera
data. Therefore targets that are not detected by this sensor, such as highly
covered targets or partially visible targets may not be labeled. At this point,
the targets localized in the camera are compared with the clusters from
the RDM image based on the distance of the targets respect the recording
system. The distance between the camera and radar sensors of the system is
reduced enough to be able to be ignored in comparison with the distance of
the studied targets.

One more limitation of the framework is the difference in the of View
(FoV) of both sensors. Since our approach is based on comparing the targets



112
Chapter 6. Automatic Label Creation Framework for FMCW Radar Images

Using Camera data

found in each sensor´s FoV, if the overlapping of the FoV of the studied
sensors is not total, there may be targets that are not found by all the
sensors. In order to overcome this, only the intersection FoV of these sensors
has been studied for the label creation. Another implemented approach to
reduce the impact of this limitation is the use of labels from previous frames.
By knowing where a target was in a previous frame as well as its speed
(extracted from the RDM), it is possible to estimate where it will be located
in the current frame. The estimation of the location of the known targets is
used to locate relevant areas in the RDM image as well as clusters what may
have not being detected initially or when the reflection power of the radar
signal was not powerful enough in that frame.

At the same time, to distinguish targets at the same distance, the mea-
sured AoA from both sensors is used as auxiliary parameter to ensure the
correct labeling. Because of the difference in the resolution of both sensors,
an error range of 5° has been included in the algorithm. As a result, the
AoA from both sensors does not have to be exactly the same. This approach
solves multiple problems due to angle offset between the sensors as well as
noise in the data.

There are multiple algorithms to extract the AoA from the radar data
in the literature. Among all the methods, the beamforming method (27)
was chosen for the experiment. In this technique, the angle is calculated by
coherently summing the signals from different receiving channels.

Since this tool should be understood as a first approach for the dataset
labeling process, it also generates a text file with relevant information after
its execution. This file contains information such as the path for the data
and the number of the frames that need to be reviewed. The revision may
be necessary because of targets in the camera data that did not match with
any cluster of the RDM. This will only be reported when these targets are
located in an area where the radar should be able to detect them. Similarly,
it will also report cases where there are unmatched clusters in the RDM. As
a result of this, the reviewing process can be executed efficiently rather than
having to study all the labeled frames.

In order to evaluate the performance of the proposed framework, an ex-
periment has been executed and explained in the next section.

6.4. Experiment

In this section, we evaluate the designed framework on a custom proprie-
tary dataset created by Infineon specifically for this application. Our goal
is to compare the accuracy of the labeling process and its latency with a
traditional approach of labeling the data manually as well as some state-of-
the-art techniques. The techniques used for the comparison are described in
(1)(2)(28)(11). These baseline techniques were selected due to the state-of-
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the-art results obtained in similar fields as the one research in our paper.
Next, we describe the dataset and how it was built.

6.4.1. Dataset

The previously explained framework was tested to label data from radar
sensors in a vehicle context where all the studied frames include relevant
targets for the application. This main dataset was generated with data from
two different locations: Singapore Polytechnic Campus, shown in Figure 6,
and Infineon Singapore Campus, shown in Figure 7. The height of the sensors
in these locations was different to fit the location as well as gather data from
different conditions to create a general dataset. The height of the sensors
was 5 and 2.3 meters for the chosen locations respectively.

The relevant categories that have been used for the classification of the
labels are: pedestrian, car, truck, bicycle, motorbike and personal mobility
device (PMD). The last category was not included in any public-pretrained
object detector leading to the test of the addition of new categories in the
pipeline. The distribution of the classes has been studied to ensure there are
no imbalanced classes during the training phase of the DL model.

Figure 6.6: Samples of pairs of images used to label the RDM images.

The Figure 6.6 shows some examples of the pair of images from both
sensors included in the mentioned dataset. The initial labels for our dataset
have been created manually including target classification and 2D bounding
boxes.

An additional dataset was generated using different radar and camera
sensors as well as a different scenario to test the tool developed with the
previous dataset. This reduced dataset contains 50 frames with 2 target
classes (vehicle and obstacle). In this case, the sensors were integrated in a
reduced scale vehicle where the height of the sensors was 30 centimeters to
the floor. An example of camera and radar RDM input data from the second
dataset is shown in Figure 6.8.
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Size of the model TP FP FN Accuracy
132.18 KB 961 27 12 92.1 %

Table 6.2: Results and specifications of the Object Detector.

6.4.2. Hardware architecture

Both sensors researched in our paper, in the main dataset, for the Sensor
Fusion were controlled by a Rasberry Pi 3 device. This device was used to
ensure the synchronization of the data during the data gathering.

As previously explained, the radar sensor used in the main dataset is
a Multiple-input-multiple-output (MIMO) frequency modulated continuous
wave (FMCW) radar with four channels developed by Infineon Technologies
AG. This radar sensor can detect targets until a distance of 40 meters with a
resolution of 1.25 meters because of its configuration, what make suitable for
this application. Depending on the manufacturer, the initial parameters of
the radar sensor may variate from the one used in this experiment. However,
RDM images can be generated with other configurations resulting in the
RDM format studied in this paper. In our case, the configuration of the
radar sensor used in the main dataset is 24 GHz for the center frequency,
200 MHz for the bandwidth, 64 samples per chirp and 256 chirps per frame.

The camera sensor used in the main dataset is an optical camera for
Raspberry Pi model IMX219PQ. This camera sensor can record data at a
maximum frame rate of 60 frame/second. However, the frame rate used in
this project is 6 frames/sec in order to reduce the memory consumption of
the data. Multiple recording sessions in two different scenarios were executed
to collect enough data for the training and evaluation of the algorithms.

6.4.3. Deep Learning model

An iterative process has been executed in order to train an object detector
for the camera data as explained in Subsection 3.2. This approach has been
followed due to the fact that new classes, which were not present in previous
object detectors, have been included for this experiment. The pre-trained
model used was a SSD structure based on ResNet50 backbone.

This pre-trained model was used to extract 774 labels from 100 camera
images. These labels were filtered to correct labels corresponding to new
classes, in this case PMD, as well as removing wrong labels. These labels were
used to re-train the model in order to fit our specific application achieving an
accuracy of 46.72 % in the first iteration (measured as the correct predictions
over the wrong predictions and false negative results). The iterative process
was executed 10 times adding 100 new camera pictures in each iteration. The
information about the last iteration of the re-training phase of the model is
shown in Table 6.2.
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The DL library used for the training of this model was MXNet because
of its focus on low-resource devices. This leads to optimize the DNN during
the design phase, leading to a faster inference process.

6.4.4. Evaluation

Once the labels for the camera data are generated with this new DL
model, the distance of the targets has been estimated based on some came-
ra calibrations. These calibrations consists on the comparison of manually
labeled targets in the RDM as well as the camera frames to determine the
relationship between the coordinates in the camera image and the real dis-
tance. At the same time, the synchronization of the data was ensure by the
comparison of the timestamps of the data.

The Intersection over Union (IOU) technique has been used to compare
the predicted bounding box labels of the proposed framework and the ground
truth labels. IOU is an evaluation metric commonly used to measure the
accuracy of object detector DNNs. This technique can be applied to any
system that predicts bounding boxes in scenarios where the ground truth is
known. An IOU result above 0.5 is normally considered as a good prediction.
The algorithm itself is explained in (6.10) where A means the ground truth
bounding box and B the predicted bounding box.

IOU =
A ∩B

A ∪B
(6.10)

Using the features previously explained as well as the rule system explai-
ned in Subsection 3.3, the data from both sensors was fused to generate labels
for the RDM data, as shown in Figure 6.7. The accuracy results obtained
using the proposed framework are shown in Table 6.3. The mean average
precision (mAP) is also shown in this table. The global system works as
an object detector for the RDM images, locating relevant targets as well as
classifying them. Therefore, in Table 6.3 only the true positive, false positive
and false negative are studied due to the fact that there is no true negative
results in this approach.

Figure 6.7: (a) Image extracted from the Object detector using the camera
data. (b) Result of the sensor fusion approach proposed in this paper.

CPU and GPU time gain cannot be accurately compared with objective
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measures since a CPU and a GPU have a very different hardware architec-
ture. However, these times can be used as an orientation of the time the tool
requires for the labeling process. The CPU and GPU used are the E5-2643
v3 and a NVIDIA Tesla P4 GPU respectively. The speed of the tool in these
platforms, including all the required preprocessing of the data before the
labeling process, has been shown in Table 6.3. These times can also be used
to test the possibility of using small Edge AI devices equipped with GPU
capability to achieve a good performance in time complexity being compared
even with a desktop CPU.

Average speed of process TP FP FN mAP
3 frames/sec (GPU) 2474 541 2079 82.056 %

0.667 frames/sec (CPU) 2474 541 2079 82.056 %

Table 6.3: Results of the automatic label creation process.

These results can be further analyzed by studying the accuracy achieved
by the proposed tool in each of the scenarios of the dataset, as shown in
Table 6.4. This table shows how the accuracy in both scenarios is similar
but the results in the Singapore Polytechnic Campus are higher. This might
be due to the fact this scenario has less objects near the sensors that could
difficult the target location as well as provide a more general view of the
scenario.

Location mAP
Singapore Polytechnic Campus 85.260 %

Infineon Singapore Campus 80.730 %

Table 6.4: Results of the automatic label creation process in each of the
scenarios.

The second dataset was used to test the developed approach. Conse-
quently, the tool was also evaluated in the 50 frames of the second dataset
which was recorded using a different radar sensor from the main dataset.
This second dataset´s radar is the Infineon’s BGT60TR13C 60 GHz radar
sensor (29). The configuration of this sensor was 60.7 GHz for the center
frequency, 1 GHz for the studied bandwidth, 128 samples per chirp and 64
chirps per frame. The camera sensor used for the data gathering of this da-
taset was a 5 MP Raspberry Pi camera, with a viewing angle of 160°. An
example of the data contained in this dataset is shown in Figure 6.8.

The final accuracy achieved in this dataset was 87.61 %. This result
should be understood as a proof of the suitability of the proposed frame-
work for multiple sensors and scenarios.

In order to compare the time reduction achieved by using this automatic
labeling tool, the same dataset has been labeled manually and using the
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Figure 6.8: Camera and radar range Doppler map image from the second
dataset.

Technique initial mAP Average speed
Our approach 82.056 % 3 frames/sec

K. Patel et al. (2) 65.30 % 2 frames/sec
F. Nobis et al. (1) 57.50 % –

T.Y. Lim et al. (16) 73.5 % 40 frames/sec
T. Winterling et al. (11) 94.93 % –

Table 6.5: Comparison of results achieves with other techniques.

proposed tool. The required time to label 400 frames manually was 5 hours.
On the other hand, when using the proposed autolabeling framework, the
required time for the same task was reduced to 6 minutes (using a GPU
platform). Therefore, the time reduction achieve in this dataset was 96.76 %
respect to the manual labeling process. When using a CPU platform, the
time required to use the tool increased, leading to an inferior time reduction
of 85.01 % respect to the manual labeling process.

Other emerging techniques for object detection based on radar and ca-
mera, such as the technique proposed in (2), were able to achieve higher
accuracy than our technique. However, these results are based on the study
of multiple frames for the target tracking to enable high accuracy results.
If the results are compared only when the system study a single frame, the
initial accuracy of (2) is reduced considerably to the point where the accu-
racy of our technique outperforms it. The time required to process the data
has also been improved in our technique in comparison with the K. Patel et
al. technique (2).

As shown in Table 6.5, multiple authors do not include the speed of their
proposed algorithms in their papers. Therefore, the latency of our system
can only be compared with the technique proposed in (2) and (16).

The results obtained in (11), as well as the results from (2) (if we include
the tracking system to study multiple frames), achieved a higher accuracy
than our proposed framework. However, (11) is able to achieve these results
through an iterative approach where human interaction is still required to
manually label part of the dataset in each iteration. At the same time, the



118
Chapter 6. Automatic Label Creation Framework for FMCW Radar Images

Using Camera data

technique was not tested with multi-class data, in contrast with our technique
which is able to detect multiple targets in the same frame. Due to the fact
that our goal is to create a fully automatic process, the human interaction
in our technique is minimal but this is a trade off with the final accuracy
achieved.

On the other hand, in (2), the high performance results were obtained
after applying a tracking technique to correct wrong classification as well
as unclassified objects. This tracking system also increases the complexity
as well as the memory consumption of this technique. In a first stage, the
average accuracy results obtained are 62.95 %, where our technique outper-
forms achieving an 82.06 % accuracy. It is important to remark the techni-
ques compared with our approach were tested under a different dataset since
NuScenes dataset does not provide range Doppler maps, which are required
for our framework.

The proposed pipeline by F. Nobis in (1) is based on extracting 2D points
from the radar data before the fusing process, what enable its direct compa-
tibility with other sensors such as LiDAR sensors. This generalization of the
input data format as well as their Early Fusion approach may be some of
the reasons of its low accuracy results (57.50 %) in comparison with out tool
(82.056 %) and the rest of algorithms compared. However, it is important to
mention this approach may not provide high accuracy as other techniques
but enables its implementation in a wider sensor scenario.

The same conclusion can be extracted from the proposed algorithm by
T.Y Lim et al. (16). Since this author also designed an Early Fusion tech-
nique based on DNNs, the limitations of their technique is the same as (1).
However, this author achieves a higher accuracy than (1) because of the
different data format enabling a pyramid network structure. Nevertheless,
this approach still achieves lower accuracy than the rest of the compared
algorithms due to the lack of control over the preprocessing of the data and
the evaluation of these preprocessing techniques. On the other hand, due to
the fact that this algorithm does not execute a previous deep preprocessing,
the system´s speed is higher than other techniques, achieving 40 frames/sec.
Therefore it is possible to see this as a trade-off between accuracy and fra-
me rate. Nevertheless, we focus on achieving high accuracy results (8.556 %
higher than the T.Y Lim et al. technique (16)) since accurate labels are
required, otherwise the usefulness of the framework would be decreased.

It is also important to remark all the previously commented approaches
predict bounding boxes for targets in camera data. Therefore the radar data
is used as support/reinforcement data. On our framework, the goal is to
generate bounding boxes for the RDM images using the camera data to
extract relevant features for this task. As a consequence of this, the previous
comparisons are used as an orientation of the accuracy in comparison with
the state of the art.
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6.5. Conclusions

An efficient Sensor Fusion framework to automatically generate labels for
range Doppler maps has been described in this paper. An experiment where
this framework has been evaluated has been explained as an use-case of this
framework for the industry. The tool provided high accuracy results while
maintaining low-resource requirement and low latency in this experiment.

The proposed technique is based on multiple state-of-the-art sensor fusion
algorithms, extracting the advantages from each of them to further improve
the system. Difficulties and solutions to process the required data in our
algorithm have been discussed in this paper. We show that the fusion of
radar and camera data does not require complex structures to achieve high
accuracy results while maintaining low latency. This lends justification to a
variety of new sensor fusion algorithms where the algorithms are optimized
for radar and camera sensor.

The proposed pipeline approach in our paper is flexible enough to be ap-
plied with other sensors and environment conditions. As an example, LiDAR
sensors could be used instead of camera sensors to label the data to train
the stand-alone radar-based target detection system. This could overcome
traditional camera/vision sensor approach regarding adverse environmental
conditions (i.e. lighting, reflections, etc.). In future works, we will attempt
to fuse data coming from different heterogeneous sensors, such as LiDAR,
radar and camera, to overcome the sensor limitations in environment data
gathering.

All the experiments to test the proposed labeling tool were executed in
multiple computer platforms as previously described in Section 4. However,
the final goal of this tool is to be implemented at the network edge. For
this reason, the AI model integrated in the proposed pipeline was developed
taking into account the restrictions of memory available in Edge devices.
Therefore, it would be possible to move its execution to the network edge
where it could execute the data gathering and labeling simultaneously if the
Edge device where it is implemented has enough resources.
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Abstract: There have been significant advances regarding target
detection in the autonomous vehicle context. To develop more robust
systems that can overcome weather hazards as well as sensor problems,
the sensor fusion approach is taking the lead in this context. Laser Ima-
ging Detection and Ranging (LiDAR) and camera sensors are two of
the most used sensors for this task since they can accurately provide
important features such as target´s depth and shape. However, most
of the current state-of-the-art target detection algorithms for autono-
mous cars do not take into consideration the hardware limitations of
the vehicle such as the reduced computing power in comparison with
Cloud servers as well as the reduced latency. In this work, we propose
Edge Computing Tensor Processing Unit (TPU) devices as hardware
support due to their computing capabilities for machine learning al-
gorithms as well as their reduced power consumption. We developed
an accurate and small target detection model for these devices. Our
proposed Multi-Level Sensor Fusion model has been optimized for the
network edge, specifically for the Google Coral TPU. As a result, high
accuracy results are obtained while reducing the memory consumption
as well as the latency of the system using the challenging KITTI da-
taset.

Keywords: Sensor fusion; Deep Learning; Edge Computing; Came-
ra sensor; LiDAR sensor; Target detection.

7.1. Introduction

The interest in autonomous vehicles has increased in recent years due
to the advances in multiple engineering fields such as machine learning, ro-
botic systems and sensor fusion (1). The progress of these techniques leads
to more robust and trustworthy computer vision algorithms. Using sensors
such as Laser Imaging Detection and Ranging (LiDAR), radar, camera or ul-
trasonic sensors with these techniques enables the system to detect relevant
targets in highly dynamic surrounding scenarios. These targets may include
pedestrians, cyclists, cars or motorbikes among others, as discussed in public
autonomous car datasets (2; 3).

Computer vision algorithms such as You Only Look Once (YOLO) (4),
Region based Convolutional Neural Network (R-CNN) (5), Fast R-CNN (6)
or Single Shot Detector (SSD) (7) have been designed upon the previously
mentioned sensors leading to numerous models for target detection. These
models calculate the score of the bounding box location for each detected
target as well as its classification based on high-level features generated by
using Convolutional Neural Networks (CNN). Nevertheless, these models are
not robust since the use of only one sensor may result in target detection
problems in hazard situations. There are machine learning (ML) attacks
that can affect single sensor models such as models only based on camera
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data. These attacks slightly modify target data in a scene to get a different
classification result (8; 9; 10). In addition, sensor data information can be
degraded due to weather conditions (11; 12; 13). Other sensors can also be
attacked with similar results, as is the case of the LiDAR (14; 15) or radar
(16; 17).

One viable option to improve the reliability of these systems as well as
to improve the accuracy of the results is the sensor fusion. This technique
implements a system with multiple data sources to complement the inputs.
This approach results in a more complete knowledge of the scenario for a
better computer vision. The sensor fusion approach can be divided into mul-
tiple techniques: Early Fusion, Late Fusion and Intermediate Fusion (18).
In the Early Fusion the raw data or low-level preprocessed data is combined
to generate a more complete raw data while in Late Fusion high-level featu-
res such as target location are merged for a better final result. Intermediate
Fusion can be understood as a combination of both previous techniques in
which the data is merged at multiple levels to effectively find the merged
representation of multiple input data (19). Recently, some authors have pro-
posed computer vision models based on these approaches (19; 11; 20).

Most of these studies focus on improving the detection algorithms without
taking into account the constraints imposed by the autonomous vehicle in-
dustry of latency and privacy to ensure the safety of the passengers (1). At
the same time, the limitations of the final system in which the models should
be integrated must be studied to ensure the suitability of the models for the
system regarding memory and computing power requirements due to the
specifications of the processing units deployed at the network edge (21; 22).
Because of this, in our paper we focused on researching a sensor fusion algo-
rithm that can be deployed in edge devices. These devices are meant to work
without a high frequency communication with external devices to process
the data at the network edge. One of the advantages of this is the increa-
se of the security of the raw data since it is not broadcast to an external
device. However, they have constraints regarding memory in the device and
computing power due to their size and energy consumption.

Our proposed algorithm is based on the fusion of LiDAR and camera da-
ta. LiDAR data provides reliable information of depth and target presence
which can complement the high-quality camera image data of the surroun-
dings for the target classification. Consequently, the LiDAR provides further
information about the relevant areas of the camera image. The combination
of these sensors can be used to ensure the presence of the targets and to
provide a solution for scenarios where one of the sensors does not provide
data. Our algorithm, called Multi-Level Sensor Fusion (MLSF), executes the
data fusion at multiple levels using the Intermediate Fusion as a bidirec-
tional reinforcement approach for both input data. A new layer structure,
fusion layer, has been integrated in the proposed deep learning model. This
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layer generates a shared feature map which is later used as a mask for the
feature map of the LiDAR and camera to further extract relevant features
before the final target localization and classification. Because of this, the
target detection results significantly improve. The latency and memory con-
sumption have been used as constraints during the design of the model to
ensure its suitability for the network edge, specifically the Google Coral TPU
edge device.

This model has been evaluated using the challenging KITTI dataset (2),
where it achieves a final latency of 0.057 seconds and accuracy of 90.92 %,
87.81 % and 79.63 % for easy, medium and hard to detect targets.

The manuscript is organized as follows: Section 7.2 focuses on related
works to the addressed problem. In Section 7.3, the proposed Deep Fusion
Network is described for a deep understanding of its structure as well as the
used input data. After that, Section 7.4 will focus on the experiment where
this algorithm has been applied, and finally Section 7.5 is the conclusion.

7.2. Related Works

Since autonomous vehicles are a current trend, numerous authors are
researching the sensor fusion applied to this topic in order to improve the
state-of-the-art accuracy results. As previously mentioned, some of them re-
search single-sensor scenarios for target detection in the autonomous vehicle
paradigm such as Deep Manta (23). This model uses only the data from a
monocular camera to generate 2D and 3D bounding boxes as well as clas-
sification for targets. At the same time, this model provides information
regarding the visibility of each of the targets´ parts, making it suitable for
annotation tasks. However, due to its numerous algorithms to extract the lo-
cation information of each part of the target, its visibility and classification,
this model has high execution times in comparison with other techniques
such as our proposed model.

Nevertheless, numerous authors are starting to research the use of LiDAR
sensors for mapping and detection due to the accuracy of this sensor to ge-
nerate point clouds based on the surfaces in the environment. This sensor
has been applied to other research topics apart from autonomous vehicles; it
is used in the agricultural industry to generate accurate maps. M.P. Chris-
tiansen et al. (24) developed a UAV Mapping System for Agricultural Field
Surveying where LiDAR data was gathered using an Unmanned Aerial Vehi-
cle (UAV) device. Global Navigation Satellite System (GNSS) and Inertial
Measurement Unit (IMU) sensors were also integrated in the device in order
for the point cloud reconstruction based on multiple frames to be later used
for tasks such as estimation of the soil surface and total plant volume. Fo-
llowing the same research line, A. Patil et al. (25) proposed a framework to
align LiDAR and video data using a point cloud registration algorithm. By
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using this framework in five different experiments, they proved how it can
help to reduce the time to complete retrofitting tasks by 20 % on average.

LiDAR sensors have also been used for other topics such as autonomous
cars. One of the authors who researched this topic is J.Zarzar. This author
proposed a target detection algorithm, PointRGCN, based on a single LiDAR
sensor (26). This algorithm is based on Graph Convolutional Networks inte-
grated in a multiple 3D object detection pipeline. By doing so, the bounding
boxes can be refined multiple times to achieve state-of-the-art accuracy re-
sults. Nevertheless, even if the model provides high accuracy results, it faces
the same problems previously stated with the Deep Manta model regarding
adversarial attacks or lack of information.

Similar to our proposed algorithm, other researchers are studying the
implementation of a sensor fusion technique for target detection. One of the
proposed algorithms following this research line is the Camera-LiDAR Ob-
ject Candidates Fusion (CLOCs) Deep Neural Network (DNN) architecture
proposed by S. Pang et al. (27). This network combines LiDAR and camera
data to locate and classify targets in 2D and 3D. Depending on the desired
target detection, 2D or 3D, the system uses different perspectives obtained
from the raw LiDAR data. As a result, this technique provides high accuracy
location and classification of the targets in 2D and 3D. However, due to the
complexity of its detectors, its memory consumption may not be suitable for
the current edge devices.

[-15]Following the same research line for target detection using sensor
fusion, J. Kim et al. (19) proposed a DNN to combine LiDAR depth maps
and camera images. Its approach is based on extracting relevant features
from both sensor data independently using the VGG-16 structure (28) before
fusing the output feature maps at multiple levels. This approach is similar
to our proposed network; however, we included the option of ignoring the
result of the previous fusion layers to avoid including not highly relevant data
in the final data fusion step. This leads to a more efficient approach where
only relevant information is further studied. At the same time, this model
presents the same problem regarding the network edge as the CLOCS Deep
Neural Network. Due to the detector implemented as well as the structure
of the layer used for the data fusion, the latency and memory consumption
are larger than that obtained with our model.

LiDAR and camera are not the only sensors researched for target de-
tection in the vehicle context. Other authors research techniques based on
different devices such as camera, radar or ultrasonic sensors due to the high
cost of the LiDAR sensors. Because of this, F. Nobis et al. (11) researched
the fusion of radar and camera data for this task. In this pipeline, the ra-
dar data is preprocessed to generate 2D coordinates in the horizontal plane
which could belong to possible targets. Their approach was based on DNN
where the data is fused on multiple levels. During the training phase of the
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model, the weight configuration of the DNN establishes at what level the
fusion is more effective to obtain the desired output. The accuracy achieved
with this pipeline in the NuScenes (3) dataset is 55.99 %, requiring 56 ms to
study each frame.

Therefore, it can be observed how multiple approaches for the target
detection are being researched and provide high accuracy results in some
of the most popular datasets such as KITTI or NuScenes. In the case of
single-sensor models, the problem of adversarial attacks or problems during
the data acquisition are not solved, as (11) explains. This is one of the
most relevant reasons to use a sensor fusion approach as other previously
mentioned authors have done (11; 19; 27). However, none of these models take
into account the constraints of the autonomous driving industry regarding
latency and memory consumption. Because of this, our research faces the
problem of the target detection from the Edge Computing perspective. The
model integrates detectors that have been proven to provide state-of-the-
art results at the network edge while also optimizing the model at layer and
network level. Therefore, our proposed model considers the constraints of the
autonomous vehicles paradigm while maintaining state-of-the-art accuracy
results. A deeper comparison of the mentioned techniques, as our model, is
shown in Section 7.4.

7.3. Proposed Multi-Level Sensor Fusion Network

The proposed Multi-Level Sensor Fusion (MLSF) Network aims to de-
tect targets in the camera data by integrating LiDAR data as reinforcement
data. Camera and LiDAR data are fused through this network at multiple
levels, enabling the system to merge the features at the specific level or levels
decided during the training phase of the model. The SSD (7) structure has
been used as a reference for the proposed network due to its reduced memory
consumption while maintaining high-performance accuracy results.

In order to optimize the process as well as the memory consumption, the
LiDAR data preprocessing has been studied to reduce its dimensions while
maintaining most of its relevant features for the object detection before it is
fed into our proposed model.

7.3.1. LiDAR Depth Map Representation

A Laser Imaging Detection and Ranging (LiDAR) sensor has been used
in this project to gather information regarding the environment. Differently
from the camera, the LiDAR sensor transmits laser pulses and measures the
time it takes until a reflection is received. Based on this, it calculates the
distance of the target and its 3D coordinates since the angles used to send the
laser pulse and the distance are known. Consequently, this sensor provides
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information regarding surfaces rather than only images as the camera does.
The order of these 3D points, (x, y, z), in datasets such as KITTI (2)

and NuScenes (3) public datasets cannot be ensured since it depends on
the sensor used to gather data as well as the environment. Therefore, it is
usually assumed that the order of the points is unknown, unlike pixel arrays
in images. In consequence, their integration in DNNs is not straightforward
since the network must be invariant to these permutations of the input data
in the feeding order.

To overcome this challenge, the voxel grid approach is applied by nume-
rous authors by using 3D-CNN (29; 20). However, this technique increases
the complexity of the DNN, leading to larger models, and uses layer structu-
res that are not supported by some edge devices such as the 3D convolutional
layer. Therefore, rather than this technique, depth maps from LiDAR data
have been generated as shown in Figure 8.1. This technique ensures the low
memory consumption and latency of the model in comparison with the voxel
approach.

Figure 7.1: Camera images (left image in (a–d)) and LiDAR depth maps
generated from LiDAR raw data (right image in (a–d)).

Depth maps representations reduce the dimensions of the LiDAR data
to generate 2D images. The original 3D points are codified to generate these
images following (1)–(4) procedures for each point. These equations trans-
form the 3D points from Cartesian coordinates to the new representation
system.

xDepthMap = tan−1(y3D/x3D) (7.1)

d3D =
√

x23D + y23D + z23D (7.2)

yDepthMap = cos−1(z3D/d3D) (7.3)
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colorDepthMap = d3D (7.4)

These new coordinates can be directly used for the representation of the
depth maps by adding the color component. Since the new data type is a
2D image, the SSD structure can be implemented for the feature extraction
from LiDAR depth maps. This preprocessing technique is applied to the raw
LiDAR data before being fed into our proposed MLSF model.

This preprocessing of the LiDAR data enables a memory consumption
reduction of 95.6 % to store the data when the depth maps are saved as 300
× 300 pixel images in comparison with the raw 3D point cloud.

7.3.2. Overall System Description

Figure 7.2: Proposed Multi-Level Sensor Fusion network structure for target
detection.

The structure of the proposed Multi-Level Sensor Fusion network is
shown in Figure 8.3. The camera images as well as the LiDAR depth maps are
fed separately to our MLSF model. The two input data are studied using two
separated CNNs following the SSD structure to generate the feature maps
from each data type. These CNNs use the mobilenet network backbone. As
a result of this, the initial number of layers is smaller than other structures
such as VGGNet-16 used by other authors. The fusion of the feature maps
is executed by our fusion layers shown in Figure 7.3.

Figure 7.3: Proposed fusion layer.
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The fusion layers combine the feature maps from both CNNs by conca-
tenating them (in the channel axis) before applying a 2D convolutional filter
(3 × 3) with ReLU activation function. After this, the new feature map is
concatenated individually to each of the previous initial feature maps from
the LiDAR and camera data to generate deeper feature maps. To maintain
the shape of the initial feature map as well as to further process the data,
another 2D convolutional filter (1 × 1) with ReLU activation function is
applied to each of the new deeper feature maps. These feature maps can be
used in a later step as input for another fusion layer, enabling the system
to execute a multi-level fusion of the data. Because of this structure, the
network learns during the training phase at what level it must execute the
fusion of each feature extracted from the LiDAR and camera sensors.

In our network, four of these fusion layers have been implemented in
order to extract the information of the localization of the targets and another
four independent fusion layers for the classification. The initial feature maps
for the classification are extracted from the conv-pad-6 layer of the mobilenet
networks that process the camera and LiDAR data. For the localization, the
initial feature maps are extracted from the conv-pad-12 layer in each network.

Since our approach is based on the SSD structure, the loss function im-
plemented in the system is ruled by the SSD loss presented in (5)–(14).

Lloc(x, l, g) =

N∑
i∈Pos

∑
m∈(cx,cy,w,h)

xkij · SL1 (7.5)

SL1 = smootthL1(l
m
i − ĝmj ) (7.6)

smoothL1(l
m
i − ĝmj ) (7.7)

ĝcxj = (gcxj − dcxi )/dwi (7.8)

ĝcyj = (gcyj − dcyi )/dhi (7.9)

ĝwj = log(
gwj
dwi

) (7.10)

ĝhj = log(
ghj

dhi
) (7.11)

Lconf (x, c) = −
N∑

i∈Pos

xpijlog(ĉ
p
i −

∑
i∈Neg

log(ĉ0i ) (7.12)



132
Chapter 7. Camera-LiDAR Multi-Level Sensor Fusion for Target Detection at

the Network Edge

ĉpi =
exp(cpi )∑
p exp(c

p
i )

(7.13)

L(x, l, g) =
1

N
(Lconf (x, c) + αLloc(x, l, g)) (7.14)

where N indicates the number of matching default boxes, l represents the
predicted boxes, g the ground truth boxes, x the coordinates of the bounding
boxes and c the class confidences. These parameters also include the offset
for the center points (cx, cy), the width of the box (w) and its height (h).

This DNN has later been optimized for the network edge by pruning the
layers. This process removes the connections when the parameters of a layer-
s/neurons do not highly modify the value of the input signal, consequently
reducing the size of the model and the number of operations. At the same
time, due to the constraints of the Google Coral TPU Edge Device where the
model should be integrated, the model parameters have been quantized to
8-bit integer values. After the optimization process, the final model requires
56.4 MB in contrast to the initial model with a size of 185 MB.

Following these techniques, the full pipeline from the data acquisition to
target detection is shown in Figure 8.2. In the first moment, after gathering
the data from the LiDAR and camera sensors, the data need to be aligned
to ensure that the coordinate origin is shared by both sensors. This is also
used to filter out parts of the scene visualized only by the LiDAR that are
not relevant for the target detection. After this step, the LiDAR raw data
is used to generate the LiDAR depth maps previously explained. The input
data also needs to be quantized to 8-bit integers before it is fed into the
model due to the constraints imposed by the Google Coral TPU Development
Board. Finally, our proposed MLSF model studies the input data to provide
information about the targets in the current frame.

Figure 7.4: Full pipeline for target detection using our proposed model.
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7.4. Experiment

In this section, our proposed MLSF model is evaluated using the KITTI
dataset (2) to compare its accuracy results for the 2D target detection with
state-of-the-art techniques. At the same time, latency and memory size are
also included in the comparison since the goal is to design a target detec-
tion model for the network edge. Furthermore, the influence of the lighting
conditions will also be discussed in this section.

Since targets could be located in both sensor data, the coordinatesórigin
has been set to the ego vehicle for an easier final evaluation of the model
results, as depicted in Figure 7.5.

Figure 7.5: Input data on the left side of the figure and output on the right
side.

7.4.1. Dataset

The dataset used for this experiment is the KITTI dataset (2) since it is
one of the most popular databases when LiDAR and camera data is required.
Due to this, numerous state-of-the-art results provide accuracy information
of their algorithms with this dataset. The LiDAR sensor used in this dataset
is the Velodyne HDL-64E (30) developed by Velodyne in San Jose, United
States.

This dataset consists of 7481 training samples and 7518 testing samples.
Both subsets include camera and LiDAR data. The labels in this dataset are
provided using the ego vehicle coordinate system that can be used for all
the sensors integrated in the KITTI dataset. Since our goal is the 2D target
detection in the camera images, we have converted the LiDAR and camera
data to this ego vehicle coordinate system in order to match the labels with
the used data. The labeled targets in this dataset are: car, pedestrian, bicycle,
tram, van, truck, misc and sitting down person. These targets’labels also
include information about the difficulty to detect the target (easy, medium
and hard). Therefore, we will also provide the accuracy result achieved on
each of these subsets based on the difficulty of the targets.
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Since labels are required to measure the final accuracy of the model, the
training dataset has been split into training and evaluation data using 30 %
of the dataset for the evaluation.

7.4.2. Hardware Architecture

As the goal of this paper is to present a sensor fusion pipeline for target
detection at the network edge, the latency results were calculated in an edge
device. The specific device is the Google Coral TPU Dev Board from Google,
manufactured in China, that is shown in Figure 8.5. This platform is based
on the integration of a TPU coprocessor to execute the tensor computations
in a more efficient way than using traditional CPUs or GPUs. However, this
device still integrates an Integrated GC7000 Lite Graphics GPU and an NXP
i.MX 8M SoC CPU to execute nontensor operations. As a result of this, it
is capable of performing 4 trillion operations per second (TOPS) while only
consuming 0.5 W/TOPS.

Figure 7.6: Google Coral TPU Development Board image from https://
coral.ai/ (accessed on 31-05-2021) (31).

Simultaneously, the software framework for the implementation of DNNs
in the device enables the optimization of them. As a result, the latency, as
well as the size of the model, can be reduced in most cases.

In order to provide an accurate comparison of the latency, the compa-
red algorithms have been implemented in the same platform when possible.
In other cases, the results of the algorithms have been extracted from the
original papers and KITTI dataset results table (2).

7.4.3. Experimental Settings

The parameters used during the training of the model can be observed
in Table 8.1. The loss function used for the training of the model is the same
as that used in the SSD structure, which is explained in Section 8.2.2.
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Parameter Setting
Epochs 500

Batch size 6
Optimizer SGD

Initial learning rate 1·e−3

Final learning rate 1·e−5

Momentum 0.9

Table 7.1: Parameters for the model training.

The number of labels for each of the classes of the KITTI dataset is
not the same, having large variation between common classes such as car
and uncommon classes such as tram. Therefore, the algorithm for the model
training tries to use the same number of labels from each of the studied
classes to overcome this class imbalance problem while still using all the
training data.

The Intersection Over Union (IOU) algorithm has been implemented to
measure the accuracy of the model. This technique can be applied to any
system that predicts bounding boxes in scenarios where the ground truth is
known. An IOU result above 0.5, as used in this experiment for Pedestrian
and Cyclist classes, is normally considered as a good prediction. For cars,
the IOU threshold selected is 0.7 as generally done when using the KITTI
dataset. The algorithm itself is explained in (15), where A means the ground
truth bounding box and B the predicted bounding box.

IOU =
A ∩B

A ∪B
(7.15)

As well as the configuration of the experiment, it is also important to
comment on the algorithms that have been selected for the comparison with
our model. Due to the fact that the main goal of our research is the target
detection at the network edge using sensor fusion, we have selected some
of the most relevant target detection algorithms which have been tested
using the KIITI dataset. Among those algorithms, we provide a comparison
with the models based on LiDAR and camera sensor fusion. As a result, a
comparison of models which share the dataset as well as the application goal
is shown in the next section. These models are the Deep Gated Information
Fusion Network (DGFN) (19), CLOCs (27), Multi-view 3d object detection
network (MV3D) (32) and Multi-Scale Convolutional Neural Network (MS-
CNN) (33) since they are the most relevant in this topic to the best of our
knowledge.

At the same time, a comparison with single sensor models is also dis-
cussed in the next section. The goal of this comparison is the discussion of
the advantages of the sensor fusion applied for the target detection rather
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than using a single sensor. The models used for this comparison are the SSD
(studied separately to detect targets using LiDAR and camera data) (7), the
Deep Manta (23), the Structure Aware SSD (SA-SSD) (34) and the Mono-
Pair (35) algorithms. These models have been chosen because SSD is one of
the most efficient model structures for the network edge. The other models
(based on camera or LiDAR) are some of the state-of-the-art target detec-
tion models based on a single sensor which achieves high accuracy results.
Therefore, these models can provide further information regarding the state
of our proposed model in comparison with the current state-of-the-art target
detection models.

Finally, the influence of the lighting condition in the target detection
task is discussed to prove the relevance of the sensor fusion. For this task,
a reduced synthetic dataset has been created to generate night frames (500
frames) based on the original KITTI camera frames.

7.5. Results

In this section, a comparison of our proposed DNN and the state-of-the-
art models for target detection will be presented for a deeper understanding
of the advantages of our technique. The parameters that are compared in
Table 8.3 are the size of the models in the second column, accuracy (for
easy, medium and hard to detect targets according to the KITTI dataset) in
the third column and latency in the fourth column. These parameters have
been selected since they are the most relevant ones when executing target
detection at the network edge taking into account the memory constraints
of edge devices and latency requirements for autonomous vehicles.

Model Size of the Accuracy ( %) Latency (s)model Easy - Medium - Hard
MLSF (proposal) 56.4 MB 90.92 - 87.81 - 79.63 0.057

DGFN (19) 713 MB 98.69 - 90.31 - 82.16 0.73
CLOCs (27) – 88.94 - 80.67 - 77.15 0.1
MV3D (32) – 95.01 - 87.59 - 79.90 0.36

MS-CNN (33) – 93.98 - 89.92 - 79.69 0.5

Table 7.2: Comparison of LiDAR-Camera fusion networks for target detec-
tion.

Table 8.3 shows how the achieved general accuracy results when using our
proposed Deep Fusion Network model for easy, medium and hard to detect
targets (shown in the third column of Table 8.3 respectively for all the classes
in the studied dataset) are lower than the rest of the studied models. In
this comparison, the DGFN algorithm achieves the highest accuracy results
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for easy, medium and hard to detect targets. Nevertheless, the targets used
during the training and testing of the DGFN and CLOCs algorithms were
reduced subsets of the KITTI dataset. These subsets only include some of
the classes instead of the whole list of targets. Consequently, this comparison
must be understood as an estimation of the accuracy.

On the other hand, the model size of the proposed model is considerably
smaller than the rest of the compared models. For example, it is 92.1 %
smaller than the DGFN model. The rest of the compared models do not
provide information about their memory size so a direct comparison is not
possible. Therefore, the model size can only be compared with the DFGN
model. Nevertheless, the MV3D model (32), which preprocesses 3 inputs
individually, as well as the CLOCs (27), which executes simultaneously a
3D and 2D detection, and MS-CNN (33), which studies independently each
subset in the LiDAR point cloud of each target, can be assumed to require a
larger memory due to their high complexity in comparison to our proposed
MLSF model.

The memory reduction has been achieved due to the optimization of
the model for the network edge by applying multiple techniques such as
quantization (36) and pruning (37). These techniques are further explained
in Section 8.2.2. At the same time, the mobilenet detector integrated in the
model, as well as the pruning of nonrelevant layers and parameters, leads to
a faster execution as the previous table also shows.

As a conclusion from this table, it is possible to observe the tradeoff
between the accuracy and memory/latency. Therefore, our algorithm has
been designed following the network edge constraints in order to achieve a
reduced latency and memory consumption. However, the accuracy results
are 7.77 %, 2.50 % and 2.53 % (easy, medium and hard to detect targets,
respectively) smaller than the DGFN model. This leads to the conclusion
that this model should be implemented in a collaborative approach with
other networks to ensure high reliability for applications such as autonomous
driving.

From this point on, now our proposed model will be compared with other
algorithms for target detection which are not based on sensor fusion. In this
case, since the goal of the comparison is to discuss the improvement of the
robustness as well as the general accuracy of the models for all the studied
classes, the comparison will be based on the used input data, the latency
and the accuracy achieved by the model, as shown in Table 7.3.

It is possible to observe in Table 7.3 how our proposed model outperforms
the SSD structure using a single data input. This can result from the lack of
information when using a single sensor as previously discussed, which leads
to a lack of robustness during the target detection. Overcoming this problem
is one of the main reasons to apply sensor fusion techniques, as explained
in (19). In real scenarios such as the context of autonomous vehicles, the
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Model Data Latency (s) Accuracy ( %)
Easy - Medium - Hard

MLSF (proposal) LiDAR-Camera 0.057 90.92 - 87.81 - 79.63
SSD (7) Camera 0.003 87.14 - 84.37 - 75.74
SSD (7) LiDAR 0.003 85.17 - 71.52 - 67.36

Deep Manta (23) Camera 0.7 97.58 - 90.89 - 82.72
SA-SSD (34) LiDAR 0.04 95.03 - 91.03 - 85.96

MonoPair (35) Camera 0.06 96.61 - 93.55 - 83.55

Table 7.3: Comparison of of our model with no-sensor fusion algorithms.

weather conditions can affect the data acquisition of each individual sensor
(i.e., water on the camera lens after the rain, LiDAR laser absorption in fog
conditions, etc.). When using a sensor fusion approach, this problem can be
mitigated due to the bidirectional reinforcement of the data.

On the other hand, the Deep Manta model (23) outperforms our model
as well as the SA-SSD (34) and MonoPair (35) when it comes to target
detection accuracy. Regarding the latency, except the SSD structure, the
rest of the studied models have a similar execution time to our model even
when they study the data from a single sensor. Therefore, even when they
achieve similar results of latency and accuracy, the robustness of the single
sensor models is reduced in comparison with our MLSF model, following the
criteria of (19).

Finally, the suitability of these models for edge devices must also be
considered, since most of these models integrate complex layers such as 3D
Convolutions which are not supported in edge devices like the Google Coral
TPU. On the other hand, our MLSF has been designed following the layer
restrictions of this device to ensure its correct function.

Figure 7.7: Synthetic night frames (top row) and original images (bottom
row).

The influence of the lighting conditions has been researched using some of
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the frames from the KITTI dataset and reducing their luminosity to generate
synthetic night frames as shown in Figure 7.7. Due to the darkness of these
images, the accuracy of the target detection in these frames when using a
SSD mobilenet trained with the original KITTI dataset dropped to 73.81 %–
65.41 %–39.63 % (easy, medium and hard to detect targets) when using only
the camera data. One possible reason is that in bad light conditions, the
camera sensor may not be able to gather information about all the targets in
the scenario. This problem can be observed in the top images of Figure 7.7
where it is hard to see the targets in comparison with the bottom images.
However, when using our proposed sensor fusion algorithm, the model can
detect targets that have not been located when using only the camera, as
shown in Figure 7.8. LiDAR data is not affected by the poor light conditions
due to the fact that it is based on measuring the time taken to receive the
reflection of a transmitted laser pulse rather than measuring the external
light reflected by the targets. The accuracy achieved with our model in these
dark frames was 83.18 %–80.02 %–47.83 %. Consequently, it is possible to
observe how the LiDAR data reinforce the camera data by generating a map
of relevant areas of the image, leading to a higher accuracy.

Figure 7.8: Target detection in night frame with (a) sensor fusion algorithm
and (b) only camera.

After these comparisons, it can be observed how our proposed model
achieves high accuracy results for the researched task but it does not im-
prove the state of the art. However, when taking into account the latency
and memory constraints, our model achieves edge capabilities that are not
present in the rest of the compared models while improving its robustness in
comparison with single sensor models.

7.6. Conclusions

A Multi-Level Sensor Fusion deep neural network has been developed
and tested in the Google Coral TPU Edge Device in this paper for target
detection using camera and LiDAR sensors. The sensor fusion layers integra-
ted in this model generate feature maps that are combined at multiple levels
to produce a joint data representation that has been tested on the KITTI
dataset.
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The accuracy results do not surpass the state-of-the-art accuracy shown
by other sensor fusion models such as DGFN (19). Nevertheless, our mo-
del still achieves a 90.92 %, 87.81 % and 79.63 % accuracy results for easy,
medium and hard to detect targets in the challenging KITTI dataset while
requiring a 92.1 % less memory than the DGFN model (19). As a result of
the optimization applied to the proposed model, the latency of the model
has also been reduced to 0.057 seconds, outperforming the rest of compared
algorithms.

At the same time, the advantages of using a sensor fusion approach rather
than a single sensor model have been studied by comparing our proposed
algorithm with other single sensor target detection algorithms. This compa-
rison is shown in Table 7.3 where it is possible to observe how some of the
single sensor models achieve better accuracy than our proposed algorithm.
However, we studied the effect of using only camera data for the target detec-
tion task and we showed how the accuracy drops to 73.81 %–65.41 %–39.63 %
(easy, medium and hard to detect targets) in cases where the light is not good.
Since the LiDAR data does not depend on the light of the scenario, using
a sensor fusion approach helps to achieve an accuracy of 83.18 %–80.02 %–
47.83 %. This proves that even if high accuracy can be achieved by a single
sensor model, these algorithms are not robust when facing changes in the
environment in comparison with a sensor fusion algorithm.

We can conclude that the proposed model has been designed in order to fit
in edge devices as well as time constraints applications such as autonomous
driving, taking into account a trade-off among the accuracy, latency and
memory size.
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Abstract: Perception subsystems of autonomous vehicles must be
robust against weather hazards as well as sensor problems. Therefore,
sensor fusion approaches are taking the lead in this context. Laser Ima-
ging Detection and Ranging (LiDAR) and radar sensors are two of the
most popular sensors for this task due to the complementary data that
can be extracted from these devices. These features, in contrast with
camera sensors, do not incur privacy concerns since only position and
shape information is gathered. In this work, a multi-level sensor fusion
approach based on LiDAR and radar sensors is proposed to locate and
classify targets at the Network Edge, since resources in these vehicles
are highly reduced in comparison to cloud servers. Consequently, the
data representation and the algorithm have been optimized. As a re-
sult, an accurate, memory reduced and low latency algorithm has been
developed. The proposed algorithm has been evaluated on a custom da-
taset as well as the challenging NuScenes dataset where the achieved
accuracy is 88.3% and 58.6% respectively.

Sensor Fusion; Deep Learning; Edge Computing; LiDAR; Radar;
Target Detection.

8.1. Introduction

Autonomous vehicles research has provided great advances in the last
few years thanks to the recent advances in engineering fields such as robo-
tics, communication protocols and computer vision techniques. As a result,
numerous proposal are arising about target detection applied to this topic,
aiming to improve the state of the art by integrating emerging sensors or
computational techniques. The main focus in this manuscript are the com-
puter vision techniques based on LiDAR and radar sensors to detect and
classify relevant targets in the environment of the vehicle. This is a required
to understand the environment before autonomous vehicles can decide the
route to follow. Deep Learning (DL) techniques have been previously used
for this task due to their robustness and trustworthiness in classification and
detection tasks (1).

Some of previous approaches focus on single-sensor models based on high
quality sensors, such as Laser Imaging Detection and Ranging (LiDAR),
radar or camera sensors, that provide enough information to detect and
classify targets. However, some of these sensors, such as camera sensors, may
incur privacy problems when working inn public areas. Therefore, even when
it may provide more information than LiDAR sensors, emerging techniques
are based on LiDAR sensors rather than camera sensors (2; 3; 4).

An example of single LiDAR sensor target detection for autonomous
vehicles is the approach proposed by Tianwei Y. et al. (2). This algorithm
studies the 3D LiDAR point cloud from a top view to convert them into a
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2D image that is used to detect targets from that perspective. This Deep
Neural Network (DNN), following the CenterNet strategy (5), first locate
the center of the targets and in a later step it provides information regarding
features such as orientation and size of targets. This model was evaluated in
the NuScenes dataset where it achieved a 67.4 % accuracy.

Following the same approach of using a single LiDAR sensor for target
detection, Qian et al. (3) proposed a model, BANet, for 3D object detection
from point clouds. This technique, rather than using a traditional 2 steps
pipeline for the target detection, represents each possible target as a node
for graph construction. As a result, local neighborhood graphs are generated
for the target detection. This technique was evaluated in the KITTI dataset,
where it achieved an accuracy of 95.61 %, 98.75 % and 90.64 % for easy,
medium and hard to detect targets respectively in KITTI dataset.

Wu Z. et al. (4) also researched the target detection based on LiDAR
data using a DNN following a Single Shot Detector (SSD) structure. They
implement a teacher and a student network to used a distilled knowledge
pipeline. At the same time, a new loss function was designed for this specific
case to to supervise the student with constraints on the predicted box centers
and orientations. This model was also evaluated in the KITTI dataset, where
it achieved an accuracy of 95.60 %, 96.69 % and 90.53 % for easy, medium
and hard to detect targets respectively in KITTI dataset.

Even when previous researchers achieved high performance results using
a single sensor approach, this approach may incur problems in situations such
as hazard weather conditions or because of data corruption. A technique to
face this problem is the sensor fusion, which relies on multiple sensors data
integration. As a result, this approach gathers more general and complete
data that can complement each other or support in adverse situations while
this approach can also increase the performance of the system in normal
conditions. Sensor Fusion can be applied at different levels of data prepro-
cessing, leading to different subcategories such as Early Fusion (fusion of
low-level preprocessed data is used) and Late Fusion (high-level preproces-
sed data is used). Recently, a combination of these two subcategories, known
as Intermediate Fusion, is gaining more relevance since it merges the data at
an intermediate step or steps leading to a more flexible algorithm (6; 7; 8; 9).

An example of sensor fusion for target detection is Hojoon L. et al. (10).
This author proposed a 2D LiDAR-radar based sensor fusion model for vehi-
cle detection. This sensor fusion technique was used to extend the Field of
View (FoV) of the LiDAR sensor before the detection, which is executed
using a Kalman filter. However, since this technique is not based on DNN,
it lacks of flexibility and robustness to changing scenarios/targets. It only
detects targets without considering the target class or features.

Other authors, to ensure a full environment view, do not limit the number
of sensors to 2 like previous author or the model proposed in this manus-
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cript. Following this research line, Babak S.J. et al. (11) designed a sensor
fusion framework based on LiDAR, camera and radar sensors among others
for autonomous vehicles topics such as road segmentation, obstacle detection
and target tracking. This framework uses a Fully Convolutional Neural Net-
work (FCN) based on an encoder-decoder structure as well as a traditional
Extended Kalman Filter (EKF) for the data fusion. Nevertheless, this fra-
mework, due to the large number of sensors, requires a large energy source
to ensure the correct data gathering. At the same time, due to the numerous
preprocessing steps to obtain the final detection and segmentation results,
this model has not being optimized for the network edge in comparison with
our proposed technique.

Therefore, it can be observed how multiple approaches for the target
detection are being researched and provide high accuracy results in some of
the most popular datasets such as KITTI or NuScenes (12; 13). In the case
of single-sensor models, even when high accuracy results are achieved, they
may incur in problems when facing hazard situations such as bad weather
conditions or adversarial attacks, as (6) explains. This is one of the main
reasons to follow a sensor fusion approach for target detection in autonomous
vehicle scenarios. However, to the best of our knowledge, it has not been
discussed yet the suitability of LiDAR and radar fusion for this purpose.

Our proposed LiDAR-Radar Multi-Level (LR-ML) algorithm, faces the
problem of the target detection in autonomous vehicle scenarios using the-
se sensors that can complement each other. LiDAR data provides reliable
information of depth, shape and target presence while radar data is used
as an attention mechanism for the LiDAR data. As a result, it is easier to
locate relevant areas in LiDAR data in contrast to using only LiDAR whe-
re it may be difficult to differentiate targets near each other. At the same
time, this combination provides a solution for scenarios where LiDAR data
may be corrupted because of weather conditions. Our algorithm executes the
data fusion at multiple levels using the Intermediate Fusion approach as a
bidirectional attention to further improve both input data or feature maps,
and it has been optimized to be executed in low-resource hardware such as
Edge Intelligence devices.

In order to test this algorithm in a scenario close to a real autonomous
vehicle scenario, it has been deployed in an Edge Device similar to the ones
used in automotive industry, the Google Coral TPU (14). Because of this, the
latency and memory consumption of the model have been used as constraints
during the design of the model to ensure its suitability for the network edge.

The proposed model has been evaluated using a custom dataset where it
achieved an accuracy of 88.3 % and the challenging NuScenes dataset (13).

The manuscript is organized as follows: Section 2 focuses on the proposed
algorithm is described for a deep understanding of its structure as well as
the required input data preprocessing. After that, Section 3 will focus on the
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experiment where this algorithm has been applied, and finally Section 4 is
the conclusion.

8.2. Proposed LiDAR-Radar Multi-Level Sensor Fu-
sion Network

The proposed LiDAR-Radar Multi-Level Sensor Fusion (LRML) Network
aims to detect targets based on the depth information extracted from LiDAR
data. In this technique, radar data is used as an attention mechanism data
since it provides information regarding areas where moving targets may be
located but it does not reflect all target. The data from these sensors is fused
at multiple levels rather than in a single step. As a consequence of this, the
network can decide during training the optimal step or steps to fuse the
information in order to get the desired results.

In order to optimize the process for the network edge, sensor data has
been preprocessed to reduce its dimension while maintaining relevant featu-
res such as shapes in LiDAR data and target location in radar data. At the
same time, during the preprocessing the memory size of the data has been
reduced to fit the memory and latency limitations at the network edge.

8.2.1. Depth Map data representation

A Laser Imaging Detection and Ranging (LiDAR) sensor has been inclu-
ded in this project to gather information regarding shapes and positions of
obstacles in the environment. However, the problem is the lack of order in
the unsorted point cloud data resulting. Consequently, the order of these 3D
points is usually assumed to be unknown, unlike pixel arrays in images. Be-
cause of this, the integration of LiDAR data in DNNs is not straightforward
since the network must be invariant to these permutations of the input data
in the feeding order.

To face this problem, there are multiple techniques to transform LiDAR
3D points into a structured format. The voxel approach is one of the most
commonly used in the literature (15; 16). However, this technique still gene-
rates a complex data since it generates a 3D matrix to represent the studied
space where each cell summarizes the information of that spatial area. This
complexity leads to larger models as well as layer structures that are not
supported usually by edge devices, such as 3D convolutional layers.

To solve this problem, a Depth Map approach has been followed. This
technique converts 3D points into a 2D image which can be studied as a
camera image. Apart from the simplicity of the resulting format, this techni-
que also leads to a reduction of the memory size of the data, as discussed in
(9). The process to convert 3D points to Depth Maps is ruled by equations
(1), (2), (3) and (4) for each point. These equations transform the 3D points
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from Cartesian coordinates to the new representation system.

xDepthMap = arctan(y3D/x3D) (8.1)

d3D =
√
x23D + y23D + z23D (8.2)

yDepthMap = arccos(z3D/d3D) (8.3)

colorDepthMap = d3D (8.4)

These new coordinates and colors can be directly used to generate the
new image data. Since the new data type is a 2D image, they can be studied
using traditional approaches of computer vision using Convolutional Neural
Networks.

When converting LiDAR data into Depth Maps, 3D points of the ground
have been removed for an easier location of targets. This technique has also
been applied to radar as previously studied by other authors (6).

In case of radar, the same Depth Map representation will be used in
order to ease the attention in the Depth Map it provides to LiDAR data.
Therefore, the first step when processing radar data is extracting the location
of the relevant targets. To obtain this information, the radar raw data is
first preprocessed to generate Range Doppler Images using a double Fourier
transformation. This data can later be transformed into a Range Angle Map
using the beamforming technique to generate an image with range and angle
in the axis. Consequently, it is possible to locate the 2D position of clusters-
possible targets in the horizontal plane. At this step, this information is
similar to LiDAR data but without the height component. To overcome this
problem, we have assumed all radar targets to have a height of 1.5 meters.
This height has been selected since it is a representative height of pedestrians,
bicycles and cars. Consequently, each radar detection has been understood
as a continuous vertical detection of 1.5 meters (from the ground). Once the
information from the X, Y and Z axis has been extracted from radar data,
equations (1), (2), (3) and (4) can be used to generate radar Depth Maps as
done with LiDAR data.

Once the data from LiDAR and radar sensors have been transformed to
the same structure (Depth Maps) and coordinates, they can be fed into our
DL model for target detection. A sample of the LiDAR and radar depth map
is shown in Figure 8.1

8.2.2. Overall system description

The full system pipeline from data acquisition to target detection using
the proposed model is shown in Figure 8.2. This figure shows how the first
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Figure 8.1: From left to right: original environment camera image, LiDAR
depth map and radar depth map.

step after the data gathering is the alignment of the data to ensure the use of
the same coordinate origin. This process can be executed since the relative
position of a sensor respect the other is known in advance. The following step
is the data preprocessing to generate the previously explained Depth Maps,
which contain the spatial information in an more optimized format than the
raw data, and to fit the desired input format for the proposed algorithm.
Finally, the proposed LR-ML model studies the input data to provide the
classification and localization of the targets in the current frame.

Figure 8.2: Full pipeline of the proposed target detection model.

As previously commented, the goal of the proposed LR-ML Sensor Fusion
model is to extract relevant information from radar data that can be later
used as reinforcement or attention pointer. In order to achieve this, data
from LiDAR and radar are fed separately to a DNN following the structure
presented in Figure 8.3. This network uses a SSD structure with mobilenet
backbone (17) to preprocess the initial LiDAR depth maps to extract rele-
vant feature maps. This structure has been selected due to its suitability for
latency constrain scenarios as well as its reduced memory consumption while
achieving high performance results (9).

A different branch of the network preprocesses the radar depth map using
a set of 2D Convolutional layers to extract the attention feature maps.

Once both inputs have been preprocessed, they are merged at multiple
levels. This fusion is executed using a Fusion Layer (9). This layer merges
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Figure 8.3: LiDAR-Radar Multi-Level Sensor Fusion network structure.

the information from the radar and LiDAR feature maps by concatenating
the data in the last axis. Once the data has been concatenated, it is fed into
a 2D Convolutional layer before concatenating its result with each of the
initial feature maps. As a result, the information from both sensors is shared
to improve the reinforcement feature maps of radar as well as using them to
locate relevant areas in LiDAR feature maps.

Since the proposed model aims to classify and locate targets, it has two
outputs. Consequently, 5 Fusion layers have been integrated into each of the
output branches to ensure the fusion is executed for both outputs. This two
branches approach for the fusion enables the model to use the same technique
and fine tune its structure for the specific task of each branch. The initial
feature maps for the classification are extracted from the conv-pad-6 layer of
the SSD mobilenet networks that preprocess the LiDAR data and the last
2D Convolutional layer that studies the radar data. For the localization, the
initial feature maps are extracted from the conv-pad-12 layer in the SSD
mobilenet model and the last 2D Convolutional layer of the radar.

Since our approach is based on the SSD structure for target detection, the
SSD loss function has also been implemented for the training of the proposed
model. This loss function is ruled by equations (5)–(14).

Lloc(x, l, g) =
N∑

i∈Pos

∑
m∈(cx,cy,w,h)

xkij · SL1 (8.5)

SL1 = smootthL1(l
m
i − ĝmj ) (8.6)

smoothL1(l
m
i − ĝmj ) (8.7)

ĝcxj = (gcxj − dcxi )/dwi (8.8)
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ĝcyj = (gcyj − dcyi )/dhi (8.9)

ĝwj = log(
gwj
dwi

) (8.10)

ĝhj = log(
ghj

dhi
) (8.11)

Lconf (x, c) = −
N∑

i∈Pos

xpijlog(ĉ
p
i −

∑
i∈Neg

log(ĉ0i ) (8.12)

ĉpi =
exp(cpi )∑
p exp(c

p
i )

(8.13)

L(x, l, g) =
1

N
(Lconf (x, c) + αLloc(x, l, g)) (8.14)

where N is used to represent the number of matching default boxes, l the
predicted boxes, g the ground truth boxes, x the coordinates of the bounding
boxes and c the class confidences. These parameters also include the offset
for the center points (cx, cy), the width of the box (w) and its height (h).

Since the goal is to deploy this model in an Edge Device, it needs to be
optimized to ensure its correct performance at the network edge. To do so,
the model layers have been prunned (18) to remove connections (in the case
of dense layers) or full layers (in the case of convolutional layers) when they
do not highly modify the value of the input signal. As a result, operations
that did not efficiently reduce or extract features are removed to not consume
resources when it is not required. Consequently, the models needs to perform
less operations and store less parameters. Apart from this, since the model
will be deployed in the Google Coral TPU, the constrains of this Edge Device
must also been taken into account. In this case, the constrain that must be
followed is the quantization of the model to 8-bit integer values. This leads
to a reduction in the accuracy in comparison with float point representation
but it decreases the memory size to 101.5 MB in contrast to the initial size
of 350.1 MB.

8.3. Experiments

In this section, our proposed LR-ML model is evaluated using a custom
dataset to study the accuracy drop in hazard weather conditions. The NuS-
cene dataset (13) has also been used during the evaluation of the proposed
model to compare its accuracy results for the 2D target detection with state-
of-the-art techniques based on LiDAR data as well as LiDAR sensor fusion
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techniques. At the same time, latency and memory size are also included in
the comparison since the goal is to design a target detection model for the
network edge. In order to ensure the proposed approach is not limited to this
dataset, it has been evaluated on a new dataset where data has been gathered
using a different system from the proposed by NuScenes. More information
regarding the specific sensors used for this task is provided in Subsection
8.3.2.

8.3.1. Datasets

A new dataset has been created to evaluate the proposed algorithm in
a controlled environment. This dataset has been recorded using the Cube1
LiDAR sensor (19) and the radar sensor 60 GHz BGT60TR13C from Infineon
Technologies (20). This dataset contains 1500 labeled frames (where 450
frames are used for test and 1050 for training). There are 5 possible classes
in this dataset: pedestrian, bicycle, car, wall and tree. These classes have
been selected since they are the most common targets in urban scenarios.
In order to increase the number of frames for training, data augmentation
techniques have been used to rotate, flip, translate and resize the initial
images to generate a final dataset of 7500 frames.

A sample of the camera ground truth (used only during the data labe-
ling), LiDAR depth map and radar depth map frames from this dataset is
shown in Figure 8.4. The last sample remarks how targets are not always
present in radar data since static objects are not not detected.

Figure 8.4: Camera ground truth, LiDAR depth map and radar depth map
frame samples.

Apart from this dataset, the proposed algorithm has also been evaluated
in the NuScenes dataset (13) to provide results in a generic dataset. This
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dataset is one of the most popular databases when LiDAR and radar data
is required due to the large quantity of data as well as their quality. The
LiDAR sensor used in this dataset is the Velodyne HDL-64E (21). It also
provides information of other sensors like cameras. As a result, numerous
state-of-the-art LiDAR and radar DNN models have been evaluated with
this dataset. This eases the comparison of new algorithms with the state
of the art since it ensures models have been evaluated with the same input
data.

This dataset contains information from 1000 scenes in Boston and Singa-
pore. These scenes have been divided into training, validation and test data
to ensure the fair comparison of models evaluated on this dataset. These
subdatasets include 700 scenes (28,130 samples), 150 scenes (6019 samples)
and 150 scenes (6008 samples) respectively. All subsets include LiDAR and
radar data. Labeled targets include 10 different classes for target detection.
Some of these classes are vehicles, pedestrians, mobility devices and other
objects. The labels in this dataset are provided using the coordinates of the
ego vehicle that can be later transformed to each specific sensor integrated
in the NuScenes dataset.

8.3.2. Hardware architecture

The goal of this paper is to present a sensor fusion pipeline for target
detection at the network edge. Consequently, the latency and accuracy results
were calculated in an Edge Device to evaluate the performance of the model
at the network edge.

The specific device used for the experiments is the Google Coral TPU
Development Board, shown in Figure 8.5. This platform is based on the
integration of a TPU co-processor to execute the tensor computations in
collaboration with a CPU (NXP i.MX 8M SoC) and GPU (GC7000 Lite).
Because of this structure, this device is able to also execute operations that
are not based on tensors or that are not optimized for the TPU. As a result
of this, it is capable of performing 4 trillion operations per second (TOPS)
while only consuming 0.5 W/TOPS.

Simultaneously, the TensorFlow Lite software framework for the imple-
mentation of DNNs in the device enables their optimization. As a result, the
latency, as well as the size of the model, can be reduced in most cases.

The results of the algorithms have been compared with the original pa-
pers and NuScenes dataset results table (13).

8.3.3. Experimental settings

The parameters used during the training of the model, for each dataset,
can be observed in Table 8.1. The SSD loss function has been used for the
training of the model since the general DNN structure follows the same
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Figure 8.5: Google Coral TPU Development Board.

structure while only adding the Fusion layers to merge the feature maps
from LiDAR and radar data.

Parameter Setting (custom data) Setting (NuScenes)
Epochs 600 400

Batch size 10 10
Optimizer SGD 10

Initial learning rate 1·e−4 1·e−4

Final learning rate 1·e−5 1·e−5

Momentum 0.9 0.9

Table 8.1: Parameters for the model training in custom and NuScenes data-
sets.

The number of labels for each of the classes included in the NuScenes
dataset is not the same. This is normal since some of the classes are highly
common, such as pedestrian, while others are not so common in normal
scenarios, such as bus. Therefore, the algorithm for the model training tries
to use the same number of labels from each of the studied classes to overcome
this class imbalance problem while still using all the training data. When
studying our new dataset the same approach is followed in order to reduce
the effect of the data class imbalance.

The Intersection Over Union (IOU) algorithm has been implemented to
compare the predicted bounding box with the ground truth labels as an
accuracy measurement. This technique can be applied to any system that
predicts bounding boxes in scenarios where the ground truth is known. The
algorithm is explained in (15), where A refers to the ground truth bounding
box and B to the predicted bounding box. A threshold value for the IOU
result must be set to decide if a predicted bounding box matches the initial
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ground truth label. In this paper, the IOU threshold has been set to 0.5.

IOU =
A ∩B

A ∪B
(8.15)

8.3.4. Results

In this subsection, the evaluation results of our proposed model in our
custom and NuScenes datasets are provided and discussed for a deeper un-
derstanding of the advantages of our technique.

Our proposed model has first been evaluated in our custom dataset to
study its performance in a controlled scenario where the exact configuration
of sensors is known. The results in this dataset provided a final accuracy
of 88.3 % while maintaining a low latency (38 milliseconds) and a reduced
model size (101.5 MB).

Figure 8.6: Confusion matrix result in custom dataset.

Figure 8.6 shows the exact results of the accuracy evaluation in the cus-
tom dataset. In this confusion matrix the different classes have been codi-
fied into: 1-pedestrian, 2-bicycle, 3-tree, 4-wall and 5-car. Columns represent
ground truth labels and rows the detections of the model. It is possible to
observe how there are 6 possible prediction classes (rows), where the last one
represents false negative results. This confusion matrix shows how most of
the wrong classifications occur between pedestrian and bicycle classes due to
their similarities. In the rest of the cases, the accuracy drop is due to false
negative detections, such as the case of the class car.
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Apart from the previous performance results, as discussed in this work,
the integration of the radar as an attention mechanism for LiDAR data
improves the model performance in hazard weather conditions. To test this,
the custom dataset has been used to generate another dataset where a 40 %
of the LiDAR detections have been removed to simulate the effect of fog/rain.
An example frame of this is shown in Figure 8.7

Figure 8.7: Sample of (a) original and (b) synthetic fog condition depth maps.

The difference in the accuracy results achieved by our proposed model,
the CenterPoint v2 (2) and a single-sensor LiDAR SSD model when using
the custom and synthetic fog datasets in shown in Table 8.2.

Model Initial custom dataset Synthetic fog dataset
Single LiDAR SSD 86.7 % 68.4 %
CenterPoint v2 (2) 90.3 % 79.1 %
LR-ML (proposal) 88.3 % 81.2 %

Table 8.2: Comparison of accuracy results with initial custom dataset and
synthetic fog dataset.

It is possible to observe in Table 8.2 how the accuracy in the initial
custom dataset only improves a 1.6 % when using our proposed model in
comparison with a SSD structure. However, the CeneterPoint model based
in LiDAR and camera sensors achieves a better accuracy result due to the
integration of camera data that provides a high quantity of relevant features
as well as the 3D convolutional study of the data.

When incurring in hazard situations such as the previously commented,
this SSD model with a single sensor is highly affected since LiDAR data may
not represent target as expected. The same effect is visible in the CenterPoint
v2 network which also uses information from camera sensors, which would
also be affected by hazard weather conditions such as rain or fog, to recover
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missing information from the LiDAR data. Consequently, when studying
hazard weather conditions these two approaches suffer an accuracy drop due
to the missing data from the sensors. On the other hand, our sensor fusion
approach uses radar data that is not affected by hazard weather conditions
as an attention mechanism to select relevant areas of the LiDAR depth map
data, what leads to a an accuracy drop of a 7.1 % in comparison to the case
of the SSD where it dropped a 18.3 % and CenterPoint v2 a 11.2 %.

This result proves how the proposed approach, apart from improving the
initial accuracy in comparison with a single-sensor approach, helps to main-
tain a high accuracy result in unexpected hazard situations in autonomous
vehicle scenarios such as weather conditions or partial occlusion of sensors.

After discussing the performance results in our custom dataset, the pro-
posed model has been evaluated in the NuScenes dataset to ensure its flexibi-
lity to achieve high performance results with different sensors and scenarios.
The final accuracy achieved by our proposed algorithm in this dataset is
58.6 %. The individual accuracy for each of the classes as well as the error
distribution in the NuScenes dataset is shown in Figure 8.8. In this confu-
sion matrix, like in the previous one, columns represent target classes and
rows the predictions. The different classes have been codified into: 1-car, 2-
truck, 3-bus, 4-trailer, 5-construction, 6-pedestrian, 7-motorcycle, 8-bicycle,
9-traffic cone, 10-barrier and 11- no detected targets.

Figure 8.8: Confusion matrix result in NuScenes dataset.
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It can be observed how the accuracy results highly differ among classes,
such as the difference between the classes car and construction. This is the
result of the high class imbalance in this dataset as well as the difficulty
to detect smaller targets, such as traffic cones, with LiDAR sensors, which
may not get enough points belonging to these targets if the are not close
enough. However, the accuracy results for common targets such as car and
pedestrian are not far from the state of the art results. At the same time, it
is possible to observe how the error distribution follows the expected results
where classes car, truck, bus and construction and often wrongly classify
due to the similarities of these vehicles when studying only their shapes.
The same problem is detected between classes pedestrian, motorcycle and
bicycle since the main surface of these targets is the person.

After the study of the results on this dataset, the proposed algorithm and
the state-of-the-art algorithms for target detection based on LiDAR data in
the NuScenes dataset will be compared. The selected parameters to compare
among all the discussed models in Table 8.3 are the size of the models,
accuracy, latency and used sensors. These parameters have been selected
since they are the most representative of the performance of a model at the
network edge at the same time it is relevant to know what sensors have
been used. This is relevant since the performance for a detection is highly
affected by initial data, i.e. in the case of camera data, the state-of-the-
art accuracy for detection is higher than LiDAR due to the larger number
of features that can be extracted. However, camera sensors may incur into
privacy problems as previously discussed. At the same time, camera sensors
are sensitive to environmental conditions (weather, lighting, etc.) which can
affect the performance in hazard situations.

Models tested on NuScenes dataset have been selected for the compari-
son in order to ensure the same data was used. At the same time, since the
proposed LR-ML model requires LiDAR and radar data, it is the most repre-
sentative dataset in contrast with other datasets, such as KITTI, which do
not provide radar data. Among all models evaluated in the NuScenes data-
set, 4 representative models have been selected due to their high positions in
the benchmark NuScenes table as well as the information authors provided
regarding these models and their trustworthiness. The chosen models for the
comparison are: CenterPoint v2 (2), FusionPainting (22), MEGVII (23) and
Shape Signature Networks (SSN) v2 (24). Nevertheless, since most of the
authors do not focus on edge computing approaches, information regarding
latency and memory size of the models is not public in some of the cases.
Consequently, this comparison must be understood as a general view of the
state of the art and not a direct comparison. Examples of LiDAR-radar fu-
sion models have not been included in the comparison due to the lack of
information regarding these models in the NuScenes benchmark table.

Table 8.3 shows how the accuracy results achieved by the proposed model
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Model Size of the Accuracy ( %) Latency (s) Sensors
model

LR-ML (proposal) 101.5 MB 58.6 0.038 LiDAR-Radar
CenterPoint v2 (2) 106 MB 67.4 0.057 LiDAR
FusionPainting (22) —– 68.1 ≥ 0,124 LiDAR-Camera

MEGVII (23) —– 52.8 —– LiDAR
SSN v2 (24) —– 50.6 —– LiDAR

Table 8.3: Comparison of LiDAR-Camera fusion networks for target detec-
tion on NuScenes dataset.

does not surpass the state-of-the-art results such as the CenterPoint v2,
which uses a voxel approachand 3D convolutional layers not supported by
Edge Devices, (2) or the FusionPainting (22) models, which achieve a 8.8 %
and 9.5 % higher accuracy respectively. On the other hand, the proposed
model accuracy is better than the rest of the compared models.

Regarding latency, it is possible to observe how the proposed model is
a 50 % faster than the CenterPoint v2. The FusionPainting latency is also
higher than the achieved by the proposed model. This latency has been
calculated based on the latency of each of the detectors and auxiliary modules
required in the FusionPainting model, resulting in a minimum latency of
0.124 seconds. The rest of the models do not provide information regarding
their latency in the NuScenes dataset so a direct comparison is not possible.

Similarly, the size of the models have been compared but not all the
compared target detection models evaluated in the NuScenes dataset provide
information about their memory size so a direct comparison is not possible.
However, some of them do provide this information, such as the CenterPoint
v2 model, which is 4.5 MB larger than the proposed model. The models
that do not provide information regarding their memory size can be assumed
larger than the proposed one due to their structure, such as SSN v2 (24) that
prior the target detection reconstruct missing information of covered parts of
the targets based on symmetry or the MEGVII (23) that requires the input
data to be transformed into voxels to later study it using 3D convolutions.
Similarly, the FusionPainting required to study the LiDAR 3D data at the
same as the camera data prior their fusion to generate an attention map
for the target detection. These preprocessing steps are based on semantic
segmentation models, known by their high memory requirements. At the
same time, none of these models have been optimized for the network edge
as it is possible to observe by the layers, such as 3D Convolutional layers,
that are not commonly supported by Edge Devices.

As a conclusion from this table, it is possible to observe how other models
achieve better accuracy results due to larger and more complex structure that
are not suitable for the network edge or the integration of sensors, i.e. camera
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sensors, that may lead to privacy issues. Therefore, when taking into account
the constrains at the network edge as well as the trend to avoid sensors that
may record private data, our model proposed a different approach to face
these problems in the topic of target detection.

8.4. Conclusions

A robust Multi-Level Sensor Fusion DNN based on LiDAR and radar
sensors has been developed in this manuscript for target detection in au-
tonomous vehicles scenarios. To better fit the constrains of these scenarios,
network edge, the algorithm has been developed taking into account the
memory usage and latency. To evaluate the proposed model, it has been
implemented in a Google Coral TPU Edge Device where it achieved an ac-
curacy of 58.6 % and a latency of 38 milliseconds in the challenging NuScenes
dataset.

Even when the accuracy results do not surpass the state-of-the-art accu-
racy shown by other models, as a result of the optimization applied to the
model, it achieved a reduced latency and memory requirements in contrast
to the rest of compared models in this manuscript.

At the same time, the advantages of using a sensor fusion approach rather
than a single sensor model have been studied by comparing our proposed
algorithm and a single LiDAR sensor SSD model in the initial custom dataset
and a synthetic dataset that emulates hazard weather conditions. In this
test it was possible to observe the robustness of the proposed model to data
corruption in comparison with single-sensor techniques.

We can conclude that the proposed model has been designed taking into
consideration the constrains of Edge Devices as well as limitations of the
final application such as autonomous driving. Consequently, the algorithm
follows a trade-off among the accuracy, latency and memory size.
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–¿Qué te parece desto, Sancho? – Dijo Don Quijote –
Bien podrán los encantadores quitarme la ventura,

pero el esfuerzo y el ánimo, será imposible.

Segunda parte del Ingenioso Caballero
Don Quijote de la Mancha

Miguel de Cervantes




